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The aim of this meeting is to bring together scientists from a range of backgrounds and perspectives 
on problems of utilizing large or complex data sets for inference. The focus is on the earth and 
environmental sciences, but we have a truly cross disciplinary set of speakers and registrants. 
Speakers include experts in spatial statistics, data mining, inversion, grid computing, computer 
visualization and numerical simulation of natural processes, together with those who need to solve 
real world problems using these tools. There are participants from academia, government research 
institutions and private industry. The original idea (concocted some 18 months ago) for this 
conference was to provide an opportunity to create new synergies between fields that deal with 
similar problems. Today we are increasingly trying to make sense of new and complex observations 
about the world around us.  Over the course of this meeting we hope we can learn from each other, 
by being exposed to questions, tools and techniques that are less familiar.   
 
There are four sub-themes of the meeting: 
 

• Data mining and statistical inference 
• Challenges in computational simulation of natural processes 
• Challenges in inverse problems 
• Managing the data explosion 
 

Each presentation over the next three days relates to one or more of these themes.  In addition to 
the abstracts themselves, this compendium contains a series of tutorial papers written by some 
speakers. We asked the authors to summarize their field for the novice. The CD-ROM contains all 
papers and extended abstracts in full colour. 
 
The organiziation of this meeting would not have been possible without the help of a lot of people. 
Our sposnors have contributed generously and are acknowledeged on a separate page. Special 
thanks goes to the Elixabeth and Frederick White committee of the Australian Academy of Science 
for their support, without whom this idea would not have got off the ground. Many individuals 
have contributed also. Our special thanks go to Anna Osterberg for her considerable efforts over an 
extended period and also Brad Ferguson for graphics and web support. Thanks also to the following 
who stepped in and helped out in numerous ways: Ross Brodie, Jurg Hauser, Herb McQueen, Jenny 
Nieto, Peter Rickwood, David Robinson, and Erdinc Saygin.  
 

We hope that you will find the meeting both enjoyable and stimulating. 
 

The organizing committee: 

Fabio Boschetti,  
Louis Moresi 
Malcolm Sambridge 
 





Frederick William George White 1905-1994 
 
 

 
 

Photo: Courtesy of the Australian Academy of Science 
 
Sir Frederick White was one of the most influential men in Australian science during and after the Second 
World War. At the comparatively early age of 39, he resigned from his chair of physics at Canterbury 
College, University of New Zealand, to become an Executive Officer of the Council for Scientific and 
Industrial Research (CSIR) in Australia. Many years later he was to write 'In doing so I abandoned any future 
personal activity in scientific research. I have never regretted doing so.' His acceptance of the challenge to 
participate in leading CSIR had a profound influence on the advancement of Australian science and on the 
professional lives of the scientists involved. 
 
 
Sir Frederick White's career in CSIR(O) spanned 29 years. He had emerged in 1945 from his baptism of fire 
in wartime radar with a new-found talent and reputation as a leader of great scientific enterprises. 
 
He experienced and contributed to the spectacular CSIRO successes of the 1950s, when the public attitude 
to science was expectant and optimistic. He underpinned the foundations of the Clunies Ross 'golden age' 
and was in many ways the architect of the Organization's development. As Chairman of CSIRO, he became 
the dominant figure in Australian science, equally at home with the leaders of government and scientists at 
the bench. When changes in political and public perceptions of science emerged in the 1960s, he vigorously 
supported the scientific ethic and the autonomy and role of the CSIRO. The OECD examining team that 
visited Australia in 1974 (four years after White's retirement) reported on CSIRO in favourable terms and 
recommended no major changes (OECD 1977). 
 
White had a talent for selecting able people for scientific tasks and a genuine interest in their subsequent 
careers. He inspired loyalty and affection in his staff, who respected his straightforward unpretentious 
manner, strength of character and generosity of spirit. He was a constant source of encouragement and 
went to great lengths to ensure that worthy and successful scientists received due recognition. 
Even among those in the wider scientific community who disagreed with him on CSIRO policy, it was rare to 
find an enemy. Fred White was deservedly popular, an unselfish man of high ideals and wide interests, a 
truly great leader of science in Australia.  
 



Honours and Awards  
 
 1954 
 Companion of the Order of the British Empire 
 1960 
 Fellow of the Australian Academy of Science 
 1961 
 Honorary Fellow, Royal Society of New Zealand 
 1962 
 Knight Commander of the Order of the British Empire 
 1963-64 
 President of the Australian and New Zealand Association for the Advancement of Science 
 1966 
 Fellow of the Royal Society of London 
 1969 
 Honorary DSc, Monash University 
 1969 
 Honorary DSc, Australian National University 
 1970 
 Honorary DSc, University of Papua New Guinea 
 1970 
 Honorary Fellow of the Australian Institute of Physics 
 1973 
 Honorary Member, Royal Society of New South Wales 
 1975 
 Medal of the Australian and New Zealand Association for the Advancement of Science 
 
 
The above text is an extract from the memoir by H.C. Minnett and Sir Rutherford Robertson originally 
published in Historical Records of Australian Science, vol.11, no.2, 1996. 
 
 
For the full biography please refer to: http://www.science.org.au/academy/memoirs/white2.htm 

http://www.science.org.au/academy/memoirs/white2.htm#Minnett
http://www.science.org.au/academy/memoirs/white2.htm#Robertson


Elizabeth and Frederick White Conference: Schedule. 
 
Wednesday 
 
8:30 Registration 

       Session Chair: Sambridge M 
10:00 Sambridge M  Welcome 
10.10 Dzeroski S.  Plenary Talk   
  Data Mining and its environmental applications 
 
10.50  Break 
 
11.20  Cressie N.  Plenary Talk  
  Spatial Prediction for Massive Datasets  
12:00 Kennett B.  Plenary Talk  
  Inversion and Imaging for the Solid Earth 
 
12.40  Lunch 
 
2:00 McFadden P  Plenary Talk 
  Data explosion: The challenges for Geoscience Australia 
2.40 Moresi L  Plenary Talk 

High performance computing in geodynamics - some outstanding issues 
in matching models to observations 
 
     Session Chair: Gallagher K 
 

3.20 Fraser & Dickson  
Data Mining Geoscientific Data Sets Using Self Organising Maps 
 

3.45 Break 
 
      4.15 Gallagher, Stephenson &Holmes 

Dealing with unknown discontinuities in data and models 
4.40           Laffan S 

Exploiting the data explosion using geographically local analyses 
5.05 Appelbe & Quenette 

Computational Frameworks enabling multi-scale multi-physics models 
5.30 Close 
 
6.15 Welcome reception: `the deck’ at Regatta point. 
   



Thursday 
 
        Session Chair: Moresi L 
 

8:50  Announcements 
 
9:00  Sdrolias, Muller & Gurnis  

Linking Observations to Subduction Process Modelling 
9.25   Braun, Fullsack & deKool 

Lithosphere-Hydrosphere interactions: Stokes flow with a free Surface 
9.50   Roberts & Nielsen 

Simulating the effect of Tsunamis within the Build Environment 
 

10.15  Break 
 

10.45  Hale, Mulhlaus & Bourgouin  
Simulation of Lava Dome Growth Considering shear thinning, thermal 
feedback and strain softening 

11.10  Discussion – Modeling of Natural Processes – Chair: Moresi L  
 
12.30  Lunch 
        Session Chair: Boschetti F 
 
2.00  To Be Advised 
 
2.25  Muller D 

Understanding basin evolution using global data sets 
2.50  Potma & Poulet  

Application of interactive geological inversion techniques and grid 
computing to numerical modeling of geological processes 

 
3.15  Break 

 
3.45  Ballester & Carter 

A New Methodology for Addressing Nonlinear Inverse Problems and its 
Application to Characterise a Real Petroleum Reservoir 

 
4.10  Discussion – Data Mining and Inference – Chair: Boschetti F 

 
5.30  Close 
 
7:00  Conference Dinner: University House 
 



Friday 
 
       Session Chair: Sambridge M 
 

8:50  Announcements 
 
9.00  Rawlinson & Kennett 

Teleseismic Imaging in South East Australia, using data from Multiple 
high density Seismic Arrays  

9.25  Norris R 
Desperately Trying to Cope with the Data Explosion in Astronomical 
Sciences 

9.50  Woodcock & Fraser 
Towards Service-Oriented Geoscience: SEE Grid and APAC Grid 

 
10.15  Break  
 
10.45  Sircombe K 

Temporal Explosion: the need for new approaches in interpreting and 
managing geochronology data 

11.10  Discussion – Inverse Problems – Chair: Sambridge M 
  11.10-11.20 The CADI inversion toolkit – P. Rickwood 
                         12.00-12.30  APAC initiatives – B. Evans   

 
12.30  Lunch 

       Session Chair: Muller D 
       
2.00  Muller D 

GP-Plates and GPML 
2.25  Barton & Held  

Towards a Geoscience Information Commons: the Electronic Geophysical 
Year, 2007-2008 and the Global Earth Observing System of Systems 

2.50  Gross, Smillie & Throne 
On Software Infrastructure for Computational Earth Sciences 

 
3.15  Break 

 
3.45  Feeney & Busby 

How to avoid collateral damage: Principles for linking data users to data 
providers 

4.10  Discussion – Software and Data Exchange Format – Chair: Muller D 
 
5.30  Close 

 
 





Computational Frameworks enabling multi-scale multi-
physics models 

B. Appelbe(1) , S. Quenette(1)

 
 (1) Victorian Partnership for Advanced Computing, P.O. Box 201, Carlton South, VIC 3053, Australia 

 
Abstract 

In computational models, there is an increasing need for coupling: ranging from coupling at the equation 
level, to tensor-level coupling and field coupling.  Coupling can occur either on model boundaries, or 
throughout the model.  Traditionally, such coupling has been done on an ad-hoc basis, and coupling of 
traditional computational codes can be so difficult as to require almost complete rewriting of the codes to 
facilitate coupling.  The computational codes we have developed for ACCESS and CIG, such as Snac and Snark, 
were developed with coupling in mind, and as we have evolved these codes, the support for coupling has 
gradually improved and become both simpler and yet more powerful.  This paper will present our experiences 
in coupling models and equations within the StGermain Framework, and the lessons we have learned from 
implementing such coupling.  

Keywords: Model Coupling; Multi-scale; Multi-physics; Frameworks 
 
 

 

 

A New Methodology for Addressing Nonlinear Inverse 
Problems and its Application to Characterise a Real Petroleum 

Reservoir 
P.J. Ballester(1), J.N. Carter(2)

 
(1) Physical and Theoretical Chemistry Laboratory, Oxford University, South Parks Rd, OX1 3QZ, UK 
(2) Dept. of Earth Science and Engineering, Imperial College London, Prince Consort Rd, SW7 2AZ, UK 
 
 

Abstract 

In Petroleum Engineering, reservoir management aims to maximise the profit from a hydrocarbon reservoir. 
Highly nonlinear numerical models, which describe the internal structure of hydrocarbon reservoirs, are used 
to make reservoir management decisions. These models are aimed at providing accurate predictions of the 
reservoir behaviour under different scenarios. This requires that the model parameters are calibrated so that 
the model reproduces all the available data. Given the impossibility of directly measuring these parameters in 
the field, one has to infer them from indirect measurements, such as the oil production rate at a given 
reservoir well. This is an example of a nonlinear inverse problem. 
 
This talk will describe a recently developed methodology for addressing nonlinear inverse problems and its 
application to the characterisation of a real petroleum reservoir. This methodology is based on a real-coded 
Genetic Algorithm which has been modified to run on a cluster of computers. 
 

Keywords: Nonlinear Inverse Problem, Genetic Algorithm, Clustering, Parameter Estimation, History Matching, Petroleum 
Reservoir Characterisation 



  Towards a Geoscience Information Commons: the Electronic 
Geophysical Year, 2007-2008 and the Global Earth Observing 

System of Systems  
C. Barton(1), Alex Held (2)

 
(1) Research School of Earth Sciences, Australian National University, Canberra, ACT 0200 (charles.barton@anu.edu.au) 
(2) CSIRO Office of Space Science and Applications, GPO Box 3023, Canberra, ACT 2601 (alex.held@csiro.au) 
 

Abstract 

The bad news is that we are stressing the natural resources of our planet and we need  comprehensive, 
multidisciplinary data and information about the Earth and its space environment for sustainable 
management and hazard mitigation. 

The good news is that modern information and communications technologies (interoperability), combined 
with comprehensive Earth observation programs and a spirit of cooperation among governments, give us an 
unprecedented ability to collect and share data and information. Two initiatives that are contributing towards 
the ideal of a 'Geoscience Information Commons' are eGY and GEOSS.   

The Electronic Geophysical Year, 2007-2008 (eGY) is an initiative of the International Union of Geodesy and 
Geophysics that marks the 50-year anniversary of the International Geophysical Year. eGY provides an 
international cooperative environment and mandate for addressing issues of ready and open access to data, 
information, and services, including data discovery, data release, data preservation, data rescue, reducing the 
digital divide, and education and public outreach. These issues are the formal themes of eGY, and are 
embodied in the principles set out in the eGY 'Declaration for a Geoscience Information Commons'. Promoting 
the development of virtual observatories is a central feature of eGY. 

Through a series of three Earth Observation Summits, representatives of some 60 leading national 
governments are committed to establishing a Global Earth Observation System of Systems. GEOSS will build 
on existing and planned Earth observation programs and data systems. The main objectives are (i) to identify 
and fill gaps in our observing capability, and (ii) to achieve ready, open, and timely access to shared data and 
information. 

Both initiatives provide opportunities for geoscientists, but they also challenge us to face  the practicalities of 
managing and sharing large, multidisciplinary data sets so as to facilite open, convenient, and timely access.  

Keywords: eGY, GEOSS; interoperability; Information Commons 
Websites:  www.egy.org

 
 
 

On Software Infrastructure for Computational Earth Sciences 
 L. Gross, J. Smillie, E. Thorne 

 

Earth Systems Science Computational Centre (ESSCC), The University of Queensland, Brisbane, Australia. 
 

Abstract 
 
Simulation software are build with three layers: the user interface, the mathematical models and the 
numerical methods. The mathematical layer provides abstraction from the numerical techniques and their 
implementation, the user interface provides abstraction from mathematical models. Each of the layer has a 
particular terminology being used, requires special skills fro the user to work within this layer and 
consequently needs particular computational tools. Appropriate tools for implementing numerical techniques 
is C/C++, for programming mathematical models is a scripting language such as python and for user 
interfaces are input files and graphical user interfaces. In this talk we will present the concepts of the 
mathematical modelling language escript and will show how escript is linked downwards into numerical 
numerical and upwards into user interfaces. 
 
Keywords: Software Infrastructure; Mathematical Modelling, Finite Element Method. 

http://www.egy.org/


Lithosphere-Hydrosphere interactions: Stokes flow with a free 
surface 

J. Braun(1), P. Fullsack(2), M. DeKool(3) 
 

(1) G´eosciences Rennes, Universit ´e de Rennes 1, F-35042 Rennes cedex, France 
(2) Department of Oceanography, Dalhousie University, Halifax, NS, B3H 4J1, Canada 
(3) Research School of Earth Sciences, The Australian National University, Canberra, ACT 0200, Australia 
 

Abstract 
 

The coupling between surface processes (erosion, transport and sedimentation) and tectonics has emerged as 
one of the dominant processes that determines the large-scale morphology of mountain belts. The transport 
of mass at the Earth’s surface affects the state of stress within the Earth’s interior and, consequently, its 
response to tectonic processes. 
 
That erosion, and thus climate, are important players in determining the dynamical behaviour of the solid 
Earth has been demonstrated by sophisticated numerical models of the coupled lithosphere-hydrosphere 
system. The coupling is, however, difficult to represent by traditional numerical methods as it requires the 
accurate tracking of the free surface through deformation events that can easily lead to strain accumulation 
of several thousands of percent and the relative motion of parts of the model by thousands of kilometers. 
 
We first describe here various methods that have been developed in recent years to 
address these difficulties. We subsequently present a newly developed numerical model 
designed to address these challenges in a three dimensional framework. To overcome the geometrical 
complexity of the problem, we have used an octree division of space in which arbitrary surfaces are 
embedded. These surfaces have a dual representation based on a dynamically evolving cloud of Lagrangian 
particles residing on the surface and a level set function (lsf) defined at the nodes of the octree. This dual 
approach allows us to combine accuracy and efficiency. The method has been tested against other numerical 
methods and analogue experiments. 
 
Keywords: Challenges in computational simulation of natural processes ; Hydrosphere-Lithosphere-Mantle system 

 
 

 
Fixed Rank Kriging for Massive Datasets 

Noel Cressie 
 

Department of Statistics 1958 Neil Avenue The Ohio State University Columbus OH 43210-1247 
 

Abstract 
 

Spatial modeling of massive data is challenging. The massiveness causes problems in 
computing optimal spatial predictors such as kriging, since its computational complexity 
is cubic in the size of the data. In addition, a large spatial domain is often associated with massive data, so 
that the spatial process of interest typically exhibits nonstationary behavior over that domain. In this paper, a 
flexible family of nonstationary covariance functions is constructed using a set of basis functions fixed in 
number. This approach, which we call Fixed Rank Kriging (FRK), results in computational simplification in 
deriving the best linear unbiased predictor (BLUP) and its mean squared prediction error for a hidden spatial 
process. A method is given to find the best estimator from this family of covariance functions, which is then 
used in the FRK equations. The new methodology is applied to a large dataset of remotely sensed Total 
Column Ozone (TCO) data, observed over the entire globe. This research is joint with Gardar Johannesson, 
Lawrence Livermore National Laboratory. 
 
Keywords: best linear unbiased predictor, covariance function, Frobenius norm, geostatistics, mean squared prediction error, 
remote sensing, total column ozone 

 
 
 
 
 
 



Detection and Characterisation of Seafloor Evolution from 
Sonar Sensor Data 

 
D.H. Smith 

 
CSIRO Marine and Atmospheric Research, 233 Middle St. Cleveland QLD Australia 4163 
 

Abstract 
 
As part of the Great Barrier Reef Seabed Biodiversity Mapping Project, large quantities of acoustic data 
derived from a single beam sonar sensor have been generated during several research vessel cruises, limited 
subsets of which are accompanied by underwater video imaging. Such data constitutes a plethora of seafloor 
signatures containing information on a range of properties relevant to benthic habitat studies such as depth, 
vegetation, sediment, hardness and roughness. Extraction of these properties and their evolution behaviour 
from the available data is a key component in this study, and several tools are being applied, including 
discrete wavelet/packet transforms and the singular value decomposition. 
 
This presentation will outline and demonstrate the application of these techniques to selected data portions, 
both large and small, indicating basic insights gained with a particular focus on evolution behaviour. Future 
classification goals will also be discussed, with an emphasis on feature extraction and dimension reduction via 
an appropriate choice of basis in which the data will be represented. 
 
 
 
 
 
 
 

Environmental Applications of Data Mining 
 

Saso Dzeroski 
 

Department of Knowledge Technologies, Jozef Stefan Institute, Jamova 39, 1000 Ljubljana, Slovenia 
 

Abstract 
 
Datamining, the central activity in the process of knowledge discovery in databases (KDD), is concerned with 
finding patterns in data. This paper introduces and illustrates the most common types of patterns considered 
by datamining approaches and gives rough outlines of the data mining algorithms that are most frequently 
used to look for such patterns. In this paper, we also to give an overview of KDD applications in environmental 
sciences, complemented with a sample of case studies. The latter are described in slightly more detail and 
used to illustrate KDD-related issues that arise in environmental applications. The application domains 
addressed mostly concern ecological modelling. 
 
Keywords: Data Mining; Knowledge Discovery; Decision Trees; Rule Induction; Environmental Applications; Ecological 
Modelling; Population Dynamics; Habitat Suitability; 

 
 
 
 
 



How to avoid collateral damage : Principles 
 for linking data users to data providers 

M. Feeney(1), J. Busby(2)

 
(1) (2) Australian Government - Office of Spatial Data Management, GPO Box 378 CANBERRA ACT 2601  
 

Abstract 

The data explosion places a premium on good practice in data management. Priority data needs to be 
specified, managed by identified and responsible custodians, comprehensively documented and made 
discoverable through metadata, made compliant with relevant standards, be accessible, and provided with 
minimal constraints. Without agreed and effective processes for managing data in networked environments: 
duplication, loss of knowledge of data quality, difficulties in accessing fitness for purpose, confusion over 
authoritative data sources and other inefficiencies will strangle large-scale, multi-agency, cross-disciplinary 
projects. The Office of Spatial Data Management (OSDM) has been established by the Australian Government 
to implement its Spatial Data Access and Pricing Policy. In essence, we focus on lowering the barriers to 
access and use of data required or held by Australian Government agencies. While scientists within any 
particular subject domain can usually rely on informal peer networks to assess the quality and relevance of 
data and usually experience few problems with negotiating access to suitable data, this can break down in 
cross-disciplinary environments, especially those involving government or private sector data owners. Drawing 
on experience with collaborative multi-thematic and multi-jurisdictional data networks in Australia and 
internationally, OSDM will outline the relevance of and good-practice solutions to issues such as 
custodianship, metadata, interoperability and other data standards, data access and licensing. 

Keywords: custodianship, metadata, interoperability, standards, licensing. 

Data Mining Geoscientific Data Sets Using 
 Self Organizing Maps 

S.J. Fraser(1), B.L. Dickson(2)

 
(1) CSIRO Exploration & Mining , QCAT PO Box 883 Kenmore 4069, Australia, Stephen.Fraser@csiro.au
(2) Dickson Research Pty Ltd, 47 Amiens St, Gladesville, 2111, Bruce.Dickson@optusnet.com.au
 

Abstract 

Geoscientists are increasingly challenged by the joint interpretation of ever-expanding amounts of new and 
historic, spatially-located exploration data (e.g., geochemistry, geophysics, geology, mineralogy, elevation 
data, etc.). And because, we can gather data faster than it can be interpreted, the availability of geographic 
information systems (GIS) has, to some extent, compounded, rather than reduced this problem. Research into 
the analysis and interpretation methods for data held in a GIS is in its infancy. A limited number of 
“advanced” interpretation methods have been developed; however, these often rely on a priori knowledge, 
training, or assumptions about mineralisation models. Objective, unsupervised methods for the spatial 
analysis of disparate data sets are needed. We have investigated and developed a new computational “tool” to 
assist in the interpretation of spatially located mineral exploration data sets. Our procedures are based on the 
data-ordering and visualization capabilities of the Self Organizing Map (SOM), combined with interactive 
software to investigate and display the spatial context of the derived SOM “clusters”. These computational 
procedures have the capacity to improve the efficiency and effectiveness of geoscientists as they attempt to 
discover and understand the often subtle signals associated with specific geological processes (e.g., 
mineralization), and separate them from the effects of overprinting noise caused by other processes such as 
metamorphism or weathering. Based on the principles of “ordered vector quantization”, the SOM approach 
has the advantage that all input data samples are represented as vectors in a data-space defined by the 
number of observations (variables) for each sample. The SOM procedure is an exploratory data analysis 
technique whereby patterns and relationships within a database are internally derived (unsupervised) based 
on measures of vector similarity (e.g., Euclidean distance and the dot product). The outputs of a SOM analysis 
are highly visual, which assists the analyst in understanding the data’s internal relationships.  

Keywords: Self Organizing Maps, Data Mining, Geosciences 

mailto:Stephen.Fraser@csiro.au
mailto:Bruce.Dickson@optusnet.com.au


Dealing with unknown discontinuities in  
data and models 

Kerry Gallagher (1) , John Stephenson(1), Chris Holmes(2)

 
(1) Dept. of Earth Sciences and Engineering, Imperial College London, London, England  
(2) Dept. of Statistics, University of Oxford, Oxford, England. 

 

Abstract 

The Earth is characterised by variability on many scales, and the significance of these scales depends on the 
particular problem under consideration. Natural spatial discontinuities, such as faults and lithological 
boundaries, separate regions within which the physical properties, processes or geological evolution may be 
similar. Similarly, time series may show very rapid changes (effectively discontinuous) either in the actual 
signal, or the underlying process over time, such as proxy records for palaeoclimate and climate itself. In the 
most general problem, we may want to deal with both spatial and temporal discontinuities, or where the 
relationship between spatial discontinuities may change with time. Another situation is where we may want 
to improve inference of a model or process by combining analyses samples collected at different locations. 
However, it is generally not be obvious how best to cluster these samples, given they may contain an unknown 
(and so potentially different) record about the processes of interest. 

We can propose a solution to such problems in terms of inferring the locations (in space or time) of an 
unknown number of discontinuities in either data or a model of the underlying process. This is known as 
partition modelling (or changepoint modelling in 1 dimension). It is conveniently posed in a Bayesian 
formulation, and solved used reversible jump Markov chain Monte Carlo (RJMCMC), the transdimensional 
form of conventional MCMC. This approach allows efficient sampling of variable dimensional model spaces, in 
which we only need to specify the maximum number of dimensions. The Bayesian approach has the advantage 
of parsimony, so that we avoid producing overly complex models, while still achieving a satisfactory fit to the 
data. Furthermore, we can average models over variable of fixed dimensions, which provides a natural 
smoothing to the ensemble of discontinuous models, avoiding the need to specify smoothing functions. 
 

Understanding basin evolution using global data sets 
Christian Heine, R. Dietmar Müller 

 
(1) School of Geosciences and University of Sydney Institute of Marine Science (USIMS), 
Edgeworth David Building F05, Eastern Ave., Main Campus, The University of Sydney NSW 2006, Australia 

Abstract 
The formation and evolution of broad intraplate sedimentary basins is usually attributed to failed, 
unsuccessful rifting followed by thermal cooling and subsidence of the lithosphere. However, the tectonic 
subsidence history of basins such as the West Siberian Basin, Central European basin or the Australian 
Canning and Eromanga Basins deviates from that expected from a simple failed rift basin. Intraplate basins 
often form on a very heterogeneous basement, sometimes referred to as ``accretionary crust''. In this context 
we define accretionary crust as crust having formed in Phanerozoic times by a series of continent-continent, 
arc-continent or terrane-continent collisions, incorporating major geological boundaries or sutures. This 
means, the basins form on relatively new, young continental lithosphere which is, due to its incorporated 
inhomogeneities, rheologically weaker than relatively old and stable continental lithosphere (e.g. shields and  
cratons). 
 
It appears, that the simple post-rift thermal subsidence model is not applicable to those basins on 
accretionary crust, and that we have to consider a broader variety of parameters when modelling the basin 
history. Not only the architecture of the basin-underlying substrate has to be accounted for but also a range 
of geodynamic processes, like the position of these basins relative to mantle upwellings/downwellings or 
active plate boundaries, the response to changes in relative plate motions and igneous processes. Much of 
this information is already available, but the community is lacking tools and workflow implementations to 
explore the large parameter space, extract the necessary data for a given scenario and process the large 
amount of geological and geophysical information and meta-data in such a way that a input for numerical 
models can easily be generated. 
 
We investigate the formation and evolution of basin regions as described above by analysing their crustal 
structure, geology and plate tectonic history using a combination of an open-source geospatial database 
(PostgreSQL with PostGIS), freely available data and plate tectonic reconstruction tools glued together by 
Python scripts and XML. The purpose of this analysis is to generate and store a large amount of observational 
data using an automated workflow and derive a set of generalised parameters (e.g. thickness and 2D/3D 
geometry of various crustal layers, Moho temperature, crustal extension factors, tectonic subsidence) that will 
be used as input for geodynamic basin modelling. Using this workflow we create a library of classes of basin 
formation scenarios and corresponding numerical model outputs. This method facilitates a better 
understanding of the complex geological evolution of intraplate basins. 
 
Keywords: intraplate sedimentary basins; plate tectonics; global data analysis; geospatial databases; workflow



 
 
 
 
 
 

Inversion and Imaging for the Solid Earth
B. L. N. Kennett 

 
Research School of Earth Sciences, Australian National University, ACT 0200, Australia. 
 

Abstract 

All knowledge of the interior of the Earth is based on indirect inference.  Even apparently simple tasks such as 
the location of seismic events are actually highly non-linear inverse problems with data inputs of various 
types and quality.  Many problems involve either data dependency on multiple classes of parameters or many 
different sources of data associated with the same description of an Earth model.  The result is that there has 
been a strong independent tradition of innovation in geophysical inverse problems, since conventional tools 
do not directly translate to the problems at hand. 
 
A major problem is the description of the 3-dimensional interior structure of the Earth using observations of 
seismograms at the Earth’s surface, which can rapidly lead to large numbers of parameter and data inputs.  
The dominant structure depends on radius and so progress has been made by developing reference models for 
the average radial structure of the seismic wavespeed in the Earth and then seeking the 3-D variations about 
this state.  I will illustrate the successes and problems associated with the generation of such reference 
models and the current state of imaging for 3-D structure. 
 
 

Temporal explosion: the need for new approaches in 
interpreting and managing geochronology data 

K. Sircombe(1)

(1) Minerals Division, Geoscience Australia, PO Box 378, Canberra, ACT 2601 
 

Abstract 
 
Recent analytical improvements have provided a new wave of geochronology data, but developments in 
understanding of the analytical process and the application of statistically robust interpretative/visualisation 
tools have lagged.  Some tools are emerging, but there is a strong need for further development.  A 
fundamental concern is simply how to manage the volumes of data now being acquired.  Work has begun on 
developing a standard for the exchange of geochronology data using XML technology within the framework of 
other standard developments in Australian geosciences.  However, a caveat in both the development of tools 
and standards is that they must be usable and must be accompanied by sufficient education to enable regular 
use. 
 
Keywords: geochronology, statistics, analytical tools, data management.



 

Exploiting the data explosion using geographically local 
analyses 

S. W. Laffan(1)

 
(1) School of Biological, Earth and Environmental Sciences, The University of New South Wales, Sydney, 2052, Australia.  

 
Abstract 

The explosion in spatial data allows for analyses of much finer spatial detail than was previously possible for 
applications as diverse as geochemistry, geophysics, crime, epidemiology and biodiversity.  In many cases the 
spatial density of samples makes the application of geographically local analyses routine.  Such analyses 
evaluate a model at each sample location, producing a surface of models and associated diagnostics.  This 
allows far greater insight into the nature of the association between a set of variables than is normally 
provided by geographically global analyses.  In particular, the nature of any correlations can be assessed as 
they change in different parts of a landscape.  Any analysis method can be adapted to be geographically local, 
but one must still be mindful of the pitfalls of spatial data such as the curse of dimensionality and the fact 
that geographic data are normally correlated and therefore violate a basic assumption of many conventional 
statistical techniques.  In this talk I will describe some recent developments using a geographically local 
implementation of the Sparse Grids analysis system to analyse a data set of 57,642 drill cores from the Weipa 
bauxite deposit in Queensland, Australia.  Sparse grids are particularly suited to the analysis of geographic 
data.  They do not assume the data are uncorrelated, they can fit flexible functional forms, and are less 
susceptible to the curse of dimensionality.  The results will be compared with the more commonly used 
Geographically Weighted Regression (GWR) system, which implements a set of geographically local linear 
regression models. 

Keywords: Spatial analysis; Geographically local analysis; Sparse Grids; Geographically Weighted Regression. 

 
Data explosion: The challenges for Geoscience Australia 
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Abstract 

Current data holdings in Geoscience Australia exceed 700 terabytes and are growing apace. Geoscience 
Australia has a responsibility to meet the geoscience and geospatial information requirements of the nation, 
and so these vast and rapidly increasing data holdings present a significant set of challenges. The cost just of 
storing such large amounts of data  is a significant issue for agencies like Geoscience Australia that have a 
prime custodial role. There are then all the issues associated with ensuring that the information content 
within these data holdings is accessible and discoverable, and that information will not be destroyed as a 
consequence of choices made in how to store the data. For the scientist there is the critical question of how 
to structure data so that those data facilitate the answering of critical questions; if structured poorly vast 
data sets can obscure the relevant information content and swamp an investigator with irrelevancies.  Within 
Geoscience Australia the different research groups and the Corporate Information Management and Access 
(CIMA) group are working to achieve the best responses to these challenges. 
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For a greater understanding of the flow properties of highly viscous crystalline-rich magma during ascent and 
in Peléean lava dome formation Finite Element Method (FEM) models have been developed. These models 
consider the fundamental controls on the eruption dynamics and the different growth styles (endogenous and 
exogenous). In endogenous dome growth the interior is a thermo-mechanically continuous structure, whilst 
for exogenous dome growth lava is extruded directly to the free surface due to the influence of faults. 
Transition between these two growth regimes are observed to occur for many lava domes and often denotes a 
significant change in the growth dynamics and a propensity for the dome to collapse.  
 
The dome growth regime is governed by the rheology of the lava and the flow rate from the feeding conduit. 
At the lowest extrusion rates the extruded lava is highly crystalline and dome growth is predominantly 
exogenous, probably {\it via} the channeling of lava along structural discontinuities within the dome. This 
process is not understood quantitatively but it is thought to be due to shear planes, formed following brittle 
failure, originating at the conduit edge where the shear stresses experienced between new lava entering and 
existing lava is greatest. The development of these structural discontinuities ultimately governs the growth 
style and may also be responsible for shallow earthquake activity. 
 
An axi-symmetrical FEM model has been developed for generic dome growth based on the parallelized finite 
element based PDE solver eScript/Finley (Davies, Gross and Muhlhaus, 2004). The lava viscosity is known to 
depend upon temperature, pressure, crystal content and water content and this is modelled using empirical 
data specific for the lava extruded from the Soufrière Hills Volcano. In our simulation we investigate the 
influence of thermal feedback due to shear (viscous) heating within the conduit and dome and its 
subsequence influence upon the flow profile. The models also consider the influence of the strain rate using a 
power-law viscosity (shear-thinning). Our model equations are formulated in an Eulerian framework and the 
evolution of the free surface of the lava dome is modeled using a level-set method (Tornberg and Enquist, 
1999). We demonstrate that the formation of internal shear bands can be triggered by the inclusion of rate 
independent plastic deformations and strain softening.  

(1) Davies, M., Gross, L., Mühlhaus, H.–B., 2004, Scripting High Performance Earth Systems Simulations on the SGI Altix 3700, 
Proc. 7th Intl Conf. on High Performance Computing and Grid in Asia Pacific Region, 244-251.   (2) Tornberg, A-K and Engquist, B 

(2000), A finite element based level-set method for multiphase flow applications. Comput. Visual Sci. 3, 93-101 
 
 
 
 

 GPlates and GPML: Open software and standards for linking 
data to geodynamic models on the APAC grid 

R.DietmarMüller(1) 
 

(1)School of Geosciences and University of Sydney Institute of Marine Science (USIMS), Edgeworth David Building F05, 
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Abstract Unravelling the evolution of planet Earth as well as resource exploration depend on our ability to link 
many different types of observations and models to each other in a plate kinematic context. However, no 
common tool is available to track the time history of gelogical and geophysical data broken up into plates, or 
to simultaneously display models for mantle dynamics in a plate tectonic framework. To overcome this 
obstacle to synthesizing and modelling Earth processes, we are developing a platekinematic/geodynamic 
information model, the GPlates Markup Language(GPML), and GPlates software to create a universal standard 
for plate reconstructions, linked to both commonly used databases and geodynamic models. GPlates/GPML 
combines well designed tools for data integration and visualization with a powerful mathematical backend 
that allows researchers to easily acquire, investigate, manipulate and distribute plate tectonic data and link 
them to geodynamic models. We focus on two examples of linking kinematic data to models: (1) modelling 
the current and paleostress field of the Australian continent via automatic opimization using Abaqus and 
Nimrod, based on a combination of continental and oceanic geophysical and geological data and (2) 
combining a relative and absolute platemotion model with a regional plate tectonic database to restore the 
geometry and velocities of plates through time for linking to a 3D mantle convection model. 

mailto:alinah@esscc.uq.edu.au


Desperately Trying to Cope with the Data Explosion in 
Astronomical Sciences 
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Abstract 

Like Earth and environmental sciences, astronomy is in the middle of a data explosion, and it Is valuable to 
compare the way this explosion is being managed  in these different fields. Astronomy has a distinguished 
tradition of using technology to accelerate the quality and effectiveness of science, and data-intensive 
initiatives such as the Virtual Observatory are In the vanguard of the scientific data revolution. However, we 
face a number of challenges, such as: 

• Our current freedom to create open-access databases on the web is threatened by those who would 
like all data to be subject to strict Intellectual Property controls.  

• We have excellent data centres, which are widely used, and yet most data published in journals never 
appears in them. 

• Some data obtained with publicly-funded observatories never enters the public domain. 
• Major projects are started with insufficient thought given to how the data will be managed. 
• Our colleagues in developing countries still fail to get the electronic access to data and journals that 

most of us take for granted. 
• We don't have mechanisms in place for managing, curating, and when appropriate digitising, 

valuable legacy data from earlier observations. 
• We don't work sufficiently closely with, and thereby learn from, our colleagues in other fields. 

 
But perhaps the biggest challenge is that most astronomers are unaware that these challenges exist! In some 
cases, there is even resistance to addressing them (e.g. "Why should I share my data with my competitors?").  
 
To try to build awareness within the astronomical community, we have drafted an "Astronomers Data 
Manifesto" and are using it to trigger debate. Other fields of science face similar problems, and the ICSU 
(International Council of Science) is trying to forge a path forward on behalf of all areas of science. And yet, 
most scientists are sadly unaware of these battles being fought on their behalf. 
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Abstract 
 
The recent proliferation of passive seismic array experiments in southeast Australia has resulted in the dense 
coverage of Tasmania, Victoria and parts of South Australia and New South Wales by some 260 plus 
seismometers in less than a decade. In total, six separate temporary deployments have been carried out in 
order to build this large network of instrumentation. Teleseismic tomography, which exploits relative arrival 
time residuals from distant earthquakes, is used to image the structure of the lithosphere beneath each 
array. A new tomographic inversion method, which uses advanced wavefront tracking techniques to solve the 
forward problem of predicting arrival time residuals through a 3-D heterogeneous model, and an efficient 
subspace inversion method to iteratively solve the non-linear inverse problem, is applied to data collected 
from the recent TIGGER and SEAL experiments. Results from both these studies demonstrate the potential of 
this class of seismic imaging in revealing important structural information beneath regions obscured by young 
cover sequences. The challenge of combining all passive array datasets from southeast Australia in a single 
tomographic inversion will also be discussed. 
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Abstract 

Numerical modelling of geological processes requires the quantification of a large number of 
(often unmeasurable) parameters in order to reproduce an observed physical behavior. Interactive 
geological inversion using genetic algorithms, grid computing and complex post processing can be 
combined with numerical-modelling to reverse engineer the key parameters which control the 
physical processes observed in the geological record. A series of customised tools and a workflow 
have been developed to perform this analysis and provide a quantified basis for predictive 
numerical modelling of geological processes to aid exploration geologists. 
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Abstract 
 
Impacts to the built environment from a hazard such tsunami are critical in understanding the economic and 
social effects of such events on our communities. In order to better understand these effects, Geoscience 
Australia and the Australian National University are developing a software modelling tool for the simulation of 
inundation of coastal areas by tsunamis. The tool is based on solving the Shallow Water Wave equation using 
a finite volume method based on unstructured triangular grids with fluxes calculated using a central scheme.  
 
An important capability of the method is its ability to model the process of wetting and drying as water enters 
and leaves an area. This means that it is suitable for simulating water flow onto a beach or dry land and 
around structures such as buildings. It is also capable of resolving hydraulic jumps, due to the ability of the 
central scheme to handle discontinuities. This talk will describe the mathematical and numerical models 
used, the architecture of tool and the results of a series of validation studies, in particular the comparison 
with experiment of a tsunami run-up onto a complex three-dimensional beach. 
 
Keywords: Tsunami; Shallow Water Wave equation; Finite Volume Method 
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Abstract 
 
Understanding the initiation and processes governing subduction remains one of the greatest challenges in 
geodynamics. Subduction affects every aspect of the earth system and it is generally agreed to be one of the 
primary driving forces of plate tectonics and mantle convection through slab pull and the addition of raw 
materials into the mantle.  
 
Previous attempts to numerically model the initiation and development of a self-sustaining subduction system 
have relied on instantaneous snapshots and theoretical boundary conditions not well constrained by geological 
and geophysical observations. However, subduction zones are extremely dynamic and have continuously 
changing shapes, locations, orientations and physical properties through time. While computer simulations 
have provided useful insights into some of these problems, the lack of well-integrated observational 
constraints has limited previous models to various 2D or 3D simplifications. 
 
We have created a subduction database comprising a detailed global study of various subduction zone 
parameters, including: the age of the subducting oceanic lithosphere; convergence rate and direction; back-
arc spreading rates; the absolute motion of the overriding and downgoing plates; and the dip angle of the 
subducting slab. These observational constraints are used as boundary layer input into 3D spherical mantle 
convection models using CitComS to achieve more realistic models of subduction initiation and development. 
The results of our models will have implications for our understanding of the subduction factory, mantle 
convection and will have applications for the exploration of ore deposits in convergent margin settings. 
 
Keywords: Subduction; Back-arc Basins; Mantle Convection 
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Abstract 

Open geospatial standards, service-oriented architectures (SOA) and grid computing enable  new approaches 
to publishing and accessing geoscience data and programs. The linkages between three collaborating projects 
show how the use of standards based service interfaces and protocols is enhancing the capabilities of 
geoscientists. The first of these projects, “The Solid Earth and Environment Grid (SEE Grid) Roadshow 2005” 
demonstrates how open geospatial standards can be used to provide interoperable access to Government 
geoscience data held at all Australian geological surveys. The “Australian Partnership for Advance Computing 
(APAC) Grid Geosciences” project illustrates how computationally demanding geoscience programs can be 
made available as services and distributed across the APAC partners HPC and storage resources in a manner 
that requires limited knowledge of the physical infrastructure. Finally, the “predictive minerals discovery CRC 
(pmd*CRC) project” shows how these services can be chained to provide advanced modelling and interactive 
inversion of mineralization processes for the purposes of improved exploration targeting. 

Keywords: Service-oriented architecture; grid computing; computational geoscience 





Spatial Prediction for Massive Datasets

Noel Cressie!
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Background

Remotely sensed spatio-temporal datasets on the order of megabytes to terrabytes are
becoming more common. For example, polar-orbiting satellites observe Earth from
space, monitoring the Earth’s atmospheric, oceanic, and terrestrial processes, and
generate massive amounts of environmental data. The current generation of satellites,
such as the National Aeronautic and Space Administration’s (NASA) Earth Observ-
ing System (EOS) Terra and Aqua satellites, generate about 1.5 terrabytes of data
per day. In the USA, there are remote-sensing projects in preparation that will dwarf
even these datasets. NASA, the National Oceanic and Atmospheric Administration
(NOAA), and the Department of Defense (DoD) have created the National Polar-
orbiting Operational Environmental Satellite System (NPOESS) to provide long-term
systematic measurements of Earth’s environmental variables beginning about 2009.
The precursor of this NPOESS mission, the NPOESS Preparatory Project (NPP),
serves as a bridge between NPOESS and NASA’s EOS program and is scheduled to
launch in Fall 2006. Scalable statistical methods are needed to process and extract
information from these massive datasets.

Of particular interest here is Total Column Ozone (TCO) data from the Total
Ozone Mapping Spectrometer (TOMS) instrument (http://toms.gsfc.nasa.gov). Fly-
ing on NPP is a whole suite of sensors, including the Ozone Mapping and Profiler Suite
instrument used in obtaining measurements of TCO. This will be the next generation
of the TOMS instrument that has flown on three satellites since 1978 (Nimbus-7,
Meteor-3, and Earth Probe).

In spite of a satellite’s regular polar orbit, remotely sensed data yield datasets that
are spatially (and temporally) irregular and on occasions are missing whole swaths.
Hence, further processing of these data is required to yield a dataset that is regularly

!Address for correspondence: Noel Cressie, Department of Statistics, The Ohio State University,
1958 Neil Avenue, Columbus OH 43210-1247 (ncressie@stat.ohio-state.edu)
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located on the globe. However, these data are spatially (and temporally) dependent,
and they are typically nonstationary in space (and time).

Kriging, or spatial best linear unbiased prediction (spatial BLUP), has become
very popular in the earth and environmental sciences, where it is sometimes known as
optimum interpolation. With its internal quantification of spatial variability through
the covariance function (or variogram), kriging methodology is able to produce maps
of optimal predictions and associated prediction standard errors from incomplete and
noisy spatial data (e.g., Cressie, 1993, Ch. 3). Solving the kriging equations directly
involves inversion of an n ! n variance-covariance matrix Σ, where n data may re-
quire O(n3) computations to obtain Σ!1. Under these circumstances, straightforward
kriging based on massive data is impossible.

It has been realized for some time that even a spatial dataset on the order of several
thousand can result in a computational breakdown. Ad hoc methods of subsetting
the data were formalized by the moving-window approach of Haas (1995), although
it would appear that the local covariance functions fitted within the window may
yield incompatible covariances at larger spatial lags. The variance-covariance matrix
Σ is typically sparse when the covariance function has a finite range and hence Σ!1

can be obtained using sparse-matrix techniques. Barry and Pace (1997) were able
to carry out kriging when n = 916 using a MATLAB routine that is based on the
symmetric minimum degree algorithm. Rue and Tjelmeland (2002) approximate Σ!1

to be sparse, approximating it to be the precision matrix of a Gaussian Markov
random field wrapped on a torus.

When datasets are large (on the order of tens of thousands to hundreds of thou-
sands), the general feeling is that kriging is impossible and ad hoc local kriging neigh-
borhoods are typically used (e.g., Cressie, 1993, pp. 131-134). One avenue of recent
research has been to approximate the kriging equations (Nychka et al., 1996; Nychka,
2000; Nychka, Wikle, and Royle, 2002; Furrer, Genton, and Nychka, 2005). Sugges-
tions include giving an equivalent representation in terms of orthogonal bases and
truncating the bases, doing covariance tapering, using approximate iterative meth-
ods such as conjugate-gradient, or replacing the data locations with a smaller set of
space-filling locations. Kammann and Wand (2003) take up this latter idea when
fitting a class of spatial models they call geoadditive models.

Another approach has been to choose classes of covariance functions for which
kriging can be done exactly, even though the data are massive. Huang et al. (2002)
introduced a multi-resolution spatial model (MRSM) that is mass balanced (across
resolutions) and designed for processing massive amounts of spatial data. The ad-
vantage of the MRSM lies in the fact that it is able to capture nonstationary spa-
tial dependence and to produce fast optimal estimates using a change-of-resolution
Kalman-filter algorithm (Chou et al., 1994; Huang and Cressie, 2001). Later de-
velopments were given by Johannesson and Cressie (2004a) and Johannesson et al.
(2007). In these papers, a multi-resolution spatial (and spatio-temporal) process is
constructed explicitly so that (simple) kriging can be computed extremely rapidly,
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with computational complexity linear in the size of the data. In the spatial case,
Johannesson and Cressie (2004a) achieved speed-ups of the order of 108 over direct
kriging. They were able to compute optimal spatial predictors and their associated
mean squared prediction errors in about 3 minutes for n " 160, 000. The advantage
of having a spatial model that allows exact computations is that there is no con-
cern about how close approximate kriging predictors and approximate mean squared
prediction errors are to the corresponding theoretical values.

When kriging using exact methods, an important question is then, how flexible
are the spatial covariance functions? For the multi-resolution models referred to
above, the implied spatial covariances are nonstationary and “blocky”. Cressie and
Johannesson (2006) use a different approach to achieve orders-of-magnitude speed-ups
for optimal spatial prediction, using covariance functions that are very flexible and
can be chosen to be smooth or not, as determined by the type of spatial dependence
exhibited by data. They show how to define the n ! n variance-covariance matrix Σ

so that Σ!1 can be obtained by inverting r ! r matrices, where r is fixed. Then the
number of computations per prediction location in the kriging equations is O(nr3),
which increases only linearly with sample size.

Furthermore, suppose that the dataset is the result of remote sensing from a
satellite that achieves global coverage. Then any spatial dependencies in the data
will almost certainly be heterogeneous across the globe. The methodology in their
paper addresses both problems (massiveness and heterogeneity) directly; the result is
a spatial BLUP procedure they call Fixed Rank Kriging (FRK).

For completeness, we mention another approach to spatial prediction, based on
smoothing splines. In contrast to kriging, smoothing splines do not rely on a spa-
tial stochastic process whose covariance function has to be modeled, fitted, and used
for computing the optimal predictor. However, there are knots and a smoothing
parameter to be determined and, once again, the massiveness of the data causes com-
putational difficulties. Hastie (1996) and Johannesson and Cressie (2004b) develop
low-rank spline smoothers for massive datasets.

Spatial Covariance Function

In order to carry out FRK, we must specify the form of the nonstationary covariance
function. In general, the covariance function C(u,v) has to be positive-definite on
Rd ! Rd. Often C(u,v) is modeled as being stationary, in which case it has to be
a positive-definite function of (u # v). We take a different approach and instead
try to capture the scales of spatial dependence through a set of r (not necessarily
orthogonal) basis functions,

S(u) $ (S1(u), . . . , Sr(u))" ; u % R
d ,
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where r is fixed and S(·) is given. For any r!r positive-definite matrix K, we specify

C(u,v) = S(u)"KS(v) ; u,v % R
d ,

which is straightforwardly a positive-definite function, and hence a valid covariance
function. The entries of K are unknown parameters to be estimated.

Kriging: Optimal Linear Spatial Prediction

In this section, we present the notation for, and the definition of kriging, and we
equate it with best linear unbiased prediction (BLUP) in a spatial setting. When the
datasets are massive, exact computation of the spatial BLUP is generally impossible.
However, with the class of nonstationary spatial covariances given above, we can
carry out rapid computation of the kriging predictor (spatial BLUP) and the kriging
standard error (root mean squared prediction error).

Let {Y (s) : s % D & Rd} be a real-valued spatial process. We are interested
in making inference on the Y -process based on data that have measurement error
incorporated; consider the process Z(·) of actual and potential observations,

Z(s) $ Y (s) + !(s) ; s % D ,

where {!(s) : s % D} is a spatial white-noise process with mean 0 and var(!(s)) =
"2v(s) % [0,'); s % D. In fact, the process Z(·) is known only at a finite number of
spatial locations {s1, . . . , sn}; define the vector of available data to be

Z $ (Z(s1), . . . , Z(sn))
" .

The hidden process Y (·) is assumed to have a linear mean structure,

Y (s) = t(s)"! + #(s) ; s % D ,

where t(·) $ (t1(·), . . . , tp(·))" represents a vector process of known covariates; the
coefficients ! $ ($1, . . . , $p)" are unknown; and the process #(·) has zero mean,
0 ( var(#(s)) < ', for all s % D, and a spatial covariance function,

cov(#(u), #(v)) $ C(u,v) ; u,v % D ,

which for the moment is left as general as possible.
If we define ", Y, and # in an analogous manner to Z, then the preceding equations

imply a general linear mixed model,

Z = T! + $ ,

$ = # + " ,
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where T is an n ! p matrix of covariates (t(s1), . . . , t(sn))". Observe that the error
term $ is made up of two zero-mean components, resulting in E($) = 0 and var($) =
Σ $ ("ij), where

"ij =

{
C(sj, sj) + "2v(sj) ; i = j
C(si, sj) ; i )= j .

Upon writing C $ (C(si, sj)) and V $ diag(v(s1), . . . , v(sn)), it is easily seen that

Σ = C + "2V .

No assumptions of stationarity or isotropy of the covariance functions have been made.
Interest is in inference on the Y -process, not the noisy Z-process. For point

prediction, we wish to predict the Y -process at a location s0; s0 % D, regardless of
whether s0 is or is not an observation location. Cressie (1993, Section 3.4.5) shows
that one formula for the kriging predictor of Y (s0) is:

Ŷ (s0) = t(s0)
"
!̂ + k(s0)

"(Z #T!̂) , (1)

where

!̂ = (T"Σ!1T)!1T"Σ!1Z ,

k(s0)
" = c(s0)

"Σ!1 ,

and c(s0) $ (C(s0, s1), . . . , C(s0, sn))". The kriging standard error is the root mean
squared prediction error of Ŷ (s0), given by:

"k(s0) = {C(s0, s0) # k(s0)
"Σk(s0)

+ (t(s0) # T"k(s0))
"(T"Σ!1T)!1(t(s0) #T"k(s0))}

1/2 . (2)

As the prediction location s0 varies over D, a kriging-prediction map and a kriging-
standard-error map, respectively, are generated. (In practice, prediction locations are
finite in number and typically taken as nodes of a fine-resolution grid superimposed
on D.)

Inspection of the kriging equations shows Σ!1 to be an essential component and
the most obvious place where a computational bottleneck could occur. Cressie and
Johannesson (2006) show that for the given class of covariance functions given in the
previous section,

Σ = SKS" + "2V ,

and hence,

Σ!1 = ("2V)!1 # ("2V)!1S{K!1 + S"("2V)!1S}!1S"("2V)!1 .

Notice that this formula involves inverting either fixed-rank r ! r positive-definite
matrices or the n! n diagonal matrix V. Inspection of the kriging equations reveals
that for a fixed number of regressors p and a fixed rank r of the covariance model,
the computational burden is only linear in n. Thus, it becomes feasible to construct
maps of kriging predictors and kriging standard errors based on massive amounts of
data.
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Total Column Ozone Over the Globe

The problem of measuring total column ozone (TCO) has been of interest to scien-
tists for decades. Ozone depletion results in an increased transmission of ultraviolet
radiation (290-400 nm wavelength) through the atmosphere. This is mostly delete-
rious due to damage to DNA and cellular proteins that are involved in biochemical
processes, affecting growth and reproduction.

Relatively few measurements of TCO were taken in the first quarter of the twen-
tieth century. Subsequently, with the invention of the Dobson spectrophotometer,
researchers gained the ability to measure efficiently and accurately TCO abundance
(London, 1985). A system of ground-based stations has provided important TCO
measurements for the past 40 years; however, the ground-based stations are rela-
tively few in number and provide poor geographic coverage of the earth. The advent
of polar-orbiting satellites has dramatically enhanced the spatial coverage of measure-
ments of TCO.

The Nimbus-7 polar-orbiting satellite was launched on October 24, 1978, with the
Total Ozone Mapping Spectrometer (TOMS) instrument aboard. The TOMS instru-
ment scans in three-degree steps to an extreme of 51 degrees on each side of nadir, in a
direction perpendicular to the orbital plane (McPeters et al., 1996). Each scan takes
roughly eight seconds to complete, including one second for retrace (Madrid, 1978).
The altitude of the satellite and scanning pattern of the TOMS instrument are such
that consecutive orbits overlap, with the area of overlap depending on the latitude of
the measurement. The TOMS instrument covers the entire globe in a 24-hour period.
NASA receives the data, calibrates it (“level 1”), and pre-processes it to yield spa-
tially and temporally irregular TCO measurements (“level 2”). The level-2 data are
subsequently processed to yield a spatially and temporally uniform data product that
is released widely to the scientific community (“level 3”). The level-3 data product
uses 1 degree latitude by 1.25 degrees longitude (1# ! 1.25#) equiangular grid cells
(McPeters et al., 1996, p. 44).

Level-2 TCO data and the level-3 data product released by NASA were obtained
from the Ozone Processing Team of NASA/Goddard, Distributed Active Archive
Center, and were stored in Hierarchical Data Format as developed by the National
Center for Supercomputing Applications at the University of Illinois. The goal is to
produce a level-3 data product for all 1# ! 1.25# grid cells, on a daily basis, from the
spatially irregular level-2 data referred to above. Based on the development in the
previous section, FRK-based optimal spatial predictions of TCO can be used as a
level-3 data product.

In what follows, we have used the 173, 405 level-2 TCO data available for October
1, 1988; see Figure 1.

The basis functions we chose are made up of three scales of variation. Each scale
has respectively 32, 92, and 272 functions associated with them, corresponding to the
center points of a discrete global grid (DGG); see Figure 2.
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Figure 1: 10/1/88, level-2 TCO data

Figure 2: Center points of 3 resolutions of DGG

A generic basis function is:

Sj(u) $

{
(1 # (*u# vj*/rj)2)2 ; *u# vj* ( rj

0 ; otherwise,
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where vj is one of the center points of Figure 2 and

rj = (1.5) ! (shortest distance between like-resolution center points) .

For example, if vj is from resolution 1, the shortest distance is 4, 165km and
rj = 6, 747.5; the distances between center points from resolution 2 and 3 are 1, 610km
and 1, 435km, respectively. Notice that there are a total of r = 32 + 92 + 272 = 396
basis functions.

Cressie and Johannesson (2006) give a method for estimating K and "2 in

Σ = SKS + "2V ,

which results in excellent fits of the theoretical, non-stationary variograms to the
empirical variograms; see Figure 3.
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Figure 3: Semivariograms (on square root scale) for different locations

Finally, assuming a constant mean (i.e., t(s) $ 1) and using the kriging predictor
(1), we obtain the level-3 data product shown in Figure 4.
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Figure 4: 10/1/88, kriging predictor of TCO

We would like to emphasize that all the 173, 405 data were used to produce Figure
4, the covariance function we used is nonstationary, a matrix inversion of only a
396 ! 396 positive-definite matrix was needed to produce Figure 4, and the map in
the figure is the optimal predictor (for squared-error loss) of TCO on the 1# ! 1.25#

grid.
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Abstract

Data mining, the central activity in the process of knowledg e discovery in databases (KDD),
is concerned with finding patterns in data. This paper introd uces and illustrates the most
common types of patterns considered by data mining approach es and gives rough outlines
of the data mining algorithms that are most frequently used t o look for such patterns. In
this paper, we also to give an overview of KDD applications in environmental sciences,
complemented with a sample of case studies. The latter are de scribed in slightly more
detail and used to illustrate KDD-related issues that arise in environmental applications.
The application domains addressed mostly concern ecologic al modelling.
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Introduction

Knowledge discovery in databases (KDD) was initially defined as the “non-trivial extraction of implicit, previously
unknown, and potentially useful information from data” (14). A revised version of this definition states that “KDD is the
non-trivial process of identifying valid, novel, potentially useful, and ultimately understandable patterns in data” (11).
According to this definition, data mining (DM) is a step in theKDD process concerned with applying computational
techniques (i.e., data mining algorithms implemented as computer programs) to actually find patterns in the data. In
a sense, data mining is the central step in the KDD process. The other steps in the KDD process are concerned with
preparing data for data mining, as well as evaluating the discovered patterns (the results of data mining).

The above definitions contain very imprecise notions, such as knowledge and pattern. To make these (slightly) more
precise, some explanations are necessary concerning data,patterns and knowledge, as well as validity, novelty, use-
fulness, and understandability. For example, the discovered patterns should be valid on new data with some degree
of certainty (typically prescribed by the user). The patterns should potentially lead to some actions that are useful
(according to user defined utility criteria). Patterns can be treated as knowledge: according to Frawley et al. (14),“a
pattern that is interesting (according to a user-imposed interest measure) and certain enough (again according to the
user’s criteria) is called knowledge.”

This paper will focus on data mining and will not deal with theother aspects of the KDD process (such as data
preparation). Since data mining is concerned with finding patterns in data, the notions of most direct relevance here
are the notions of data and patterns. Another key notion is that of a data mining algorithm, which is applied to data to
find patterns valid in the data. Different data mining algorithms address different data mining tasks, i.e., have different
intended use for the discovered patterns.

Data is a set of facts, e.g., cases in a database (according toFayyad et al. (11)). Most commonly, the input to a data
mining algorithm is a single flat table comprising a number ofattributes (columns) and records (rows). When data from
more than one table in a database needs to be taken into account, it is left to the user to manipulate the relevant tables.
Usually, this results in a single table, which is then used asinput to a data mining algorithm.

The output of a data mining algorithm is typically a pattern or a set of patterns that are valid in the given data. A pattern
is defined as a statement (expression) in a given language, that describes (relationships among) the facts in a subset of
the given data and is (in some sense) simpler than the enumeration of all facts in the subset (14; 11). Different classes of
pattern languages are considered in data mining: they depend on the data mining task at hand. Typical representatives
are equations; classification and regression trees; and association, classification, and regression rules. A given data
mining algorithm will typically have a built-in class of patterns that it considers: the particular language of patterns
considered will depend on the given data (the attributes andtheir values).



Many data mining algorithms come form the fields of machine learning and statistics. A common view in machine
learning is that machine learning algorithms perform a search (typically heuristic) through a space of hypotheses
(patterns) that explain (are valid in) the data at hand. Similarly, we can view data mining algorithms as searching,
exhaustively or heuristically, a space of patterns in orderto find interesting patterns that are valid in the given data.

In this paper, we first look at the prototypical format of dataand the main data mining tasks addressed in the field of
data mining. We next describe the most common types of patterns that are considered by data mining algorithms, such
as equations, trees and rules. We also outline some of the main data mining algorithms searching for patterns of the
types mentioned above.

Environmental sciences comprise the scientific disciplines, or parts of them, that consider the physical, chemical and
biological aspects of the environment (2). A typical representative of environmental sciences is ecology, which studies
the relationships among members of living communities and between those communities and their abiotic (non-living)
environment.

Such a broad, complex and interdisciplinary field holds muchpotential for application of KDD methods. However,
environmental sciences also pose many challenges to existing KDD methods. In this paper, we attempt to give an
overview of KDD applications in environmental sciences, complemented with a sample of case studies in which the
author has been involved. The latter are described in slightly more detail and used to illustrate KDD-related issues that
arise in environmental applications.

Data mining tasks

This section first gives an example of what type of data is typically considered by data mining algorithms. It then defines
the main data mining tasks addressed when such data is given.These include predictive modeling (classification and
regression), clustering (grouping similar objects) and summarization (as exemplified by association rule discovery).

Data

The input to a data mining algorithm is most commonly a singleflat table comprising a number of fields (columns) and
records (rows). In general, each row represents an object and columns represent properties of objects. A hypothetical
example of such a table is given in Table 1. We will use this example in the remainder of this paper to illustrate the
different data mining tasks and the different types of patterns considered by data mining algorithms.

Here rows correspond to persons that have recently (in the last month) visited a small shop and columns carry some
information collected on these persons (such as their age, gender, and income). Of particular interest to the store is
the amount each person has spent at the store this year (over multiple visits), stored in the field Total. One can easily
imagine that data from a transaction table, where each purchase is recorded, has been aggregated over all purchases for
each customer to derive the values for this field. Customers that have spent over 15000 in total are of special value to
the shop. An additional field has been created (BigSpender) that has value yes if a customer has spent over 15000 and
no otherwise.

In machine learning terminology, rows are called examples and columns are called attributes (or sometimes features).
Attributes that have numeric (real) values are called continuous attributes: Age, YearlyIncome and Total are continuous
attributes. Attributes that have nominal values (such as Gender and BigSpender) are called discrete attributes.

Classification and regression

The tasks of classification and regression are concerned with predicting the value of one field from the values of other
fields. The target field is called the class (dependent variable in statistical terminology). The other fields are called
attributes (independent variables in statistical terminology).

If the class is continuous, the task at hand is called regression. If the class is discrete (it has a finite set of nominal
values), the task at hand is called classification. In both cases, a set of data is taken as input, and a model (a pattern or
a set of patterns) is generated. This model can then be used topredict values of the class for new data. The common
term predictive modeling refers to both classification and regression.

Given a set of data (a table), only a part of it is typically used to generate (induce, learn) a predictive model. This part
is referred to as the training set. The remaining part is reserved for evaluating the predictive performance of the learned



Table 1: A single table with data on customers (tableCustomer).
CID Gender Age Income Total Big

Spender
c1 Male 30 214000 18800 Yes
c2 Female 19 139000 15100 Yes
c3 Male 55 50000 12400 No
c4 Female 48 26000 8600 No
c5 Male 63 191000 28100 Yes
c6 Male 63 114000 20400 Yes
c7 Male 58 38000 11800 No
c8 Male 22 39000 5700 No
c9 Male 49 102000 16400 Yes
c10 Male 19 125000 15700 Yes
c11 Male 52 38000 10600 No
c12 Female 62 64000 15200 Yes
c13 Male 37 66000 10400 No
c14 Female 61 95000 18100 Yes
c15 Male 56 44000 12000 No
c16 Male 36 102000 13800 No
c17 Female 57 215000 29300 Yes
c18 Male 33 67000 9700 No
c19 Female 26 95000 11000 No
c20 Female 55 214000 28800 Yes

model and is called the testing set. The testing set is used toestimate the performance of the model on new, unseen
data, or in other words, to estimate the validity of the pattern(s) on new data.

Clustering

Clustering is concerned with grouping objects into classesof similar objects (19). A cluster is a collection of objects
that are similar to each other and are dissimilar to objects in other clusters. Given a set of examples, the task of
clustering is to partition these examples into subsets (clusters). The goal is to achieve high similarity between objects
within individual clusters (interclass similarity) and low similarity between objects that belong to different clusters
(intraclass similarity).

Clustering is known as cluster analysis in statistics, as customer segmentation in marketing and customer relationship
management, and as unsupervised learning in machine learning. Conventional clustering focusses on distance-based
cluster analysis. The notion of a distance (or conversely, similarity) is crucial here: objects are considered to be points
in a metric space (a space with a distance measure). In conceptual clustering, a symbolic representation of the resulting
clusters is produced in addition to the partition into clusters: we can thus consider each cluster to be a concept (much
like a class in classification).

Association analysis

Association analysis (15) is the discovery of association rules. Market basket analysis has been a strong motivation
for the development of association analysis. Association rules specify correlations between frequent itemsets (setsof
items, such as bread and butter, which are often found together in a transaction, e.g., a market basket).

The task of association analysis is typically performed in two steps. First, all frequent itemsets are found, where an
itemset is frequent if it appears in at least a given percentages (called support) of all transactions. Next, association
rules are found of the formX → Y , whereX andY are frequent itemsets and confidence of the rule (the percentage
of transactions containingX that also containY ) passes a thresholdc.



Other data mining tasks

The above three data mining tasks receive by far the most attention within the data mining field and algorithms for
performing such tasks are typically included in data miningtools. While classification and regression are of predictive
nature, cluster analysis and association analysis are of descriptive nature. Subgroup discovery is at the boundary
between predictive and descriptive tasks. Several additional data mining tasks (15) are of descriptive nature, including
data characterization and discrimination, outlier analysis and evolution analysis.

Patterns

Patterns are of central importance in data mining and knowledge discovery. Data mining algorithms search the given
data for patterns. Discovered patterns that are valid, interesting and useful can be called knowledge.

Frawley et al. (14) define a pattern in a dataset as a statementthat describes relationships in a subset of the dataset with
some certainty, such that the statement is simpler (in some sense) than the enumeration of all facts in the dataset. A
pattern thus splits the dataset, as it pertains to a part of it, and involves a spatial aspect which may be visualized.

This section introduces the most common types of patterns that are considered by data mining algorithms. Note that
the same type of pattern may be used in different data mining algorithms addressing different tasks: trees can be used
for classification, regression or clustering (conceptual), and so can distance-based patterns.

Equations

Statistics is one of the major scientific disciplines that data mining draws upon. A predictive model in statistics most
commonly takes the form of an equation.

Linear models predict the value of a target (dependent) variable as a linear combination of the input (independent)
variables. Three linear models that predict the value of thevariable Total are represented by Equations 1, 2, and 3.
These have been derived using linear regression on the data from Table 1.

Total = 189.5275× Age + 7146.89 (1)

Total = 0.093× Income + 6119.74 (2)

Total = 189.126× Age + 0.0932× Income − 2420.67

Linear equations involving two variables (such as Equations 1 and 2) can be depicted as straight lines in a two-
dimensional space (see Fig. ). Linear equations involving three variables (such as Equation 3) can be depicted as
planes in a three-dimensional space. Linear equations, in general, represent hyper-planes in multidimensional spaces.
Nonlinear equations are represented by curves, surfaces and hyper-surfaces.
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Figure 1: Two regression lines that predict the value of variable Total from each of the variables Age and Income,
respectively. The points correspond to the training examples.



Note that equations (or rather inequalities) can be also used for classification. If the value of the expression0.093 ×

Income + 6119.744 is greater than 15000, for example, we can predict the value of the variable BigSpender to be
“Yes”. Points for which “Yes” will be predicted are those above the regression line in the left-hand part of Fig. .

Decision trees

Decision trees are hierarchical structures, where each internal node contains a test on an attribute, each branch corre-
sponds to an outcome of the test, and each leaf node gives a prediction for the value of the class variable. Depending
on whether we are dealing with a classification or a regression problem, the decision tree is called a classification or
a regression tree, respectively. Two classification trees derived from the dataset in Table 1 are given in Fig. 2. An
example regression tree, also derived from the dataset in Table 1, is given in Fig. 3.
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Figure 2: Two classification trees that predict the value of variable BigSpender from the variables Age and Income,
and Age and Gender, respectively.

Regression tree leaves contain constant values as predictions for the class value. They thus represent piece-wise con-
stant functions. Model trees, where leaf nodes can contain linear models predicting the class value, represent piece-wise
linear functions.
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Figure 3: A regression tree and the partition of the data space induced by the tree. The tree predicts the value of the
variable Total from the variables Age and Income.

Note that decision trees represent total partitions of the data space, where each test corresponds to an axis-parallel split.
This is illustrated in Fig. 3. Most algorithms for decision tree induction consider such axis-parallel splits, but there are
a few algorithms that consider splits along lines that need not be axis-parallel or even consider splits along non-linear
curves.

Predictive rules

We will use the word rule here to denote patterns of the form “IF Conjunction of conditions THEN Conclusion.” The
individual conditions in the conjunction will be tests concerning the values of individual attributes, such as “Income≤

108000” or “Gender=Male”. For predictive rules, the conclusion gives a prediction for the value of the target (class)
variable.



If we are dealing with a classification problem, the conclusion assigns one of the possible discrete values to the class,
e.g., “BigSpender=No”. A rule applies to an example if the conjunction of conditions on the attributes is satisfied by
the particular values of the attributes in the given example. Each rule corresponds to a hyper-rectangle in the data space,
as illustrated in Fig. 4.

IF Income≤ 102000
AND Age≤ 58
THEN BigSpender=No
ELSE

DEFAULT BigSpender=Yes.

Figure 4: A partition of the data space induced by an ordered list of rules, derived from the data in Table 1. The shaded
box corresponds to the first rule in the list IF Income≤ 102000 AND Age≤ 58 THEN BigSpender=No, while the
remainder of the data space is covered by the default rule BigSpender=Yes.

Predictive rules can be ordered or unordered. Unordered rules are considered independently and several of them may
apply to a new example that we need to classify. A conflict resolution mechanism is needed if two rules which recom-
mend different classes apply to the same number of examples.A default rule typically exists, whose recommendation
is taken if no other rule applies.

Ordered rules form a so-called decision list. Rules in the list are considered from the top to the bottom of the list.
The first rule that applies to a given example is used to predict its class value. Again, a default rule with an empty
precondition is typically found as the last rule in the decision list and is applied to an example when no other rule
applies.

An ordered list and an unordered list of rules are given in Table 2. Both have been derived using a covering algorithm,
described in the next section. The ordered list of rules in Fig. 4, on the other hand,has been generated from the decision
tree in the left-hand side of Fig. 2. Note that each of the leaves of a classification tree corresponds to a classification
rule. Although less common in practice, regression rules also exist, and can be derived, e.g., by transcribing regression
trees into rules.

Table 2: An ordered (top) and an unordered (bottom) set of classification rules derived from the data in Table 1.

Ordered rules
IF Age< 60 AND Income< 81000 THEN BigSpender = No ELSE
IF Age> 42 THEN BigSpender = Yes ELSE
IF Income> 113500 THEN BigSpender = Yes ELSE
DEFAULT BigSpender=No

Unordered rules
IF Income> 108000 THEN BigSpender = Yes
IF Age≥ 49 AND Income> 57000 THEN BigSpender = Yes
IF Age≤ 56 AND Income< 98500 THEN BigSpender = No
IF Income< 51000 THEN BigSpender = No
IF 33< Age≤ 42 THEN BigSpender = No
DEFAULT BigSpender=Yes



Data mining algorithms
The previous section described several types of patterns that can be found in data. This section outlines some basic
algorithms that can be used to find such patterns in data. In most cases, this involves heuristic search through the space
of possible patterns of the selected form.

Linear and multiple regression

Linear regression is the simplest form of regression (16). Bivariate linear regression assumes that the class variablecan
be expressed as a linear function of one attribute, i.e.,C = α +β×A. Given a set of data, the coefficientsα andβ can
be calculated using the method of least squares, which minimizes the error

∑
i
(ci − α − βai)

2 between the measured
values forC (ci), and the values calculated from the measured values forA (ai) using the above equation. We have

β =
∑

i

(ai − a)(ci − c)/
∑

i

(ai − a)2

α = c − βa,

wherea is the average ofa1, . . . , an andc is the average ofc1, . . . , cn.

Multiple regression extends linear regression to allow theuse of more than one attribute. The class variable can thus
be expressed as a linear function of a multi-dimensional attribute vector, i.e.,C =

∑
n

i=1
βi × Ai. This form assumes

that the dependent variable and the independent variables have mean values of zero (which is achieved by transforming
the variables - the mean value of a variable is subtracted from each measured value for that variable). The method of
least squares can also be applied to find the coefficientsβi. If we write the equationC =

∑
n

i=1
βi × Ai in matrix form

C = βA, whereC = (c1, . . . , cn) is the vector of measured values for the dependent variable and A is the matrix of
measured values for the independent variables, we can calculate the vector of coefficientsβ as

β = (AT A)−1AT C

where the operations of matrix transposition•T and matrix inversion•−1 are used. The use of non-linear transforma-
tions, such asAi = Ai, i = 1, ..., n, allows non-linear models to be found by using multiple regression: such models
are linear in the parameters.

Note that both for linear and multiple regression, the coefficientsα, β, andβi can be calculated directly from a formula
and no search through the space of possible equations takes place. Equation discovery approaches (10), which do
not assume a particular functional form, search through a space of possible functional forms and look both for an
appropriate structure and coefficients of the equation.

Linear regression is normally used to predict a continuous class, but can also be used to predict a discrete class.
Generalized linear models can be used for this, of which logistic regression is a typical representative. The fitting of
generalized linear models is currently the most frequentlyapplied statistical technique (32).

Top-down induction of decision trees

Finding the smallest decision tree that would fit a given dataset is known to be computationally expensive (NP-hard).
Heuristic search, typically greedy, is thus employed to build decision trees. The common way to induce decision trees
is the so-called Top-Down Induction of Decision Trees (TDIDT) (27)). Tree construction proceeds recursively starting
with the entire set of training examples (entire table). At each step, an attribute is selected as the root of the (sub)tree
and the current training set is split into subsets accordingto the values of the selected attribute.

For discrete attributes, a branch of the tree is typically created for each possible value of the attribute. For continuous
attributes, a threshold is selected and two branches are created based on that threshold. For the subsets of training ex-
amples in each branch, the tree construction algorithm is called recursively. Tree construction stops when the examples
in a node are sufficiently pure (i.e., all are of the same class) or if some other stopping criterion is satisfied (there is no
good attribute to add at that point). Such nodes are called leaves and are labeled with the corresponding values of the
class.

Different measures can be used to select an attribute in the attribute selection step. These also depend on whether we
are inducing classification or regression trees (4). For classification, Quinlan (27) uses information gain, which is the
expected reduction in entropy of the class value caused by knowing the value of the given attribute. Other attribute
selection measures, however, such as the Gini index or the accuracy of the majority class, can and have been used in



classification tree induction. In regression tree induction, the expected reduction in variance of the class value can be
used.

An important mechanism used to prevent trees from over-fitting data is tree pruning. Pruning can be employed during
tree construction (pre-pruning) or after the tree has been constructed (post-pruning). Typically, a minimum number
of examples in branches can be prescribed for pre-pruning and a confidence level in accuracy estimates for leaves for
post-pruning.

The covering algorithm for rule induction

In the simplest case of concept learning, one of the classes is referred to as positive (examples belonging to the concept)
and the other as negative. For a classification problem with several class values, a set of rules is constructed for each
class. When rules for classci are constructed, examples of this class are referred to as positive, and examples from all
the other classes as negative.

The covering algorithm works as follows. We first construct arule that correctly classifies some examples. We then
remove the positive examples covered by the rule from the training set and repeat the process until no more examples
remain. The pseudo code for this algorithm is given in Table 10.2.

Within this outer loop, different approaches can be taken tofind individual rules. One approach is to heuristically
search the space of possible rules top-down, i.e., from general to specific (in terms of examples covered this means
from rules covering many to rules covering fewer examples) (6). To construct a single rule that classifies examples
into classci, we start with a rule with an empty antecedent (IF part) and the selected classci as a consequent (THEN
part). The antecedent of this rule is satisfied by all examples in the training set, and not only those of the selected
class. We then progressively refine the antecedent by addingconditions to it, until only examples of classci satisfy
the antecedent. To allow for handling imperfect data, we mayconstruct a set of rules which is imprecise, i.e., does not
classify all examples in the training set correctly.

Date mining applications in ecological modelling

Ecological modelling is concerned with the development of models of the relationships among members of living
communities and between those communities and their abiotic environment. These models can then be used to better
understand the domain at hand or to predict the behavior of the studied communities and thus support decision making
for environmental management. Typical modelling topics are population dynamics of several interacting species and
habitat suitability for a given species (or higher taxonomic unit).

Modelling population dynamics

Population dynamics studies the behavior of a given community of living organisms (population) over time, usually
taking into account abiotic factors and other living communities in the environment. For example, one might study
the population of phytoplankton in a given lake (33) and its relation to water temperature, concentrations of nutri-
ents/pollutants (such as nitrogen and phosphorus) and the biomass of zooplankton (which feeds on phytoplankton).
The modelling formalism most often used by ecological experts is the formalism of differential equations, which de-
scribe the change of state of a dynamic system over time. A typical approach to modelling population dynamics is
as follows: an ecological expert writes a set of differential equations that capture the most important relationships
in the domain. These are often linear differential equations. The coefficients of these equations are then determined
(calibrated) using measured data.

Relationships among living communities and their abiotic environment can be highly nonlinear. Population dynamics
(and other ecological) models have to reflect this to be realistic. This has caused a surge of interest in the use of
techniques such as neural networks for ecological modelling (25). Measured data are used to train a neural network
which can then be used to predict future behavior of the studied population. In this fashion, population dynamics of
algae (28), aquatic fauna (30), fish (5), phytoplankton (29)and zooplankton (1) - among other - have been modelled.

While regression tree induction has also been used to model population dynamics. Systems for discovery of differential
equations have proved most useful in this respect (10), since differential equations are the prevailing formalism used
for ecological modelling. Algal growth has been modelled for the Lagoon of Venice (21; 23) and the Slovenian Lake
of Bled (22), as well as phytoplankton growth for the Danish Lake Glumsoe (33).



Case study: Modelling algal growth in the Lagoon of Venice

The beautiful and shallow Lagoon of Venice is under heavy pollution stress due to agricultural activities (use of fertiliz-
ers) on the neighboring mainland. Pollutants are food (nutrients) for algae, which have on occasions grown excessively
to the point of suffocating themselves, then decayed and caused unpleasant odors (noticed also by the tourists). Models
of algal growth are needed to support environmental management decisions and answer questions such as: ”Would a
reduction in the use of phosphorus-rich fertilizers reducealgal growth?”

Kompare and Džeroski (21) use regression trees and equation discovery to model the growth of the dominant species
of algae (Ulva rigida) in the lagoon of Venice in relation to water temperature, dissolved nitrogen and phosphorus and
dissolved oxygen. The trees give a rough picture of the relative importance of the factors influencing algal growth
(cf. Fig. 5), revealing that nitrogen is the limiting factor(and thus providing a negative answer to the question in the
above paragraph). The equations discovered, on the other hand, give better prediction of the peaks and crashes of algal
biomass. �
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Figure 5: A regression tree for predicting algal growth, i.e., change in biomass.Bio(t), DO(t) andNO3(t) stand for
the concentrations of biomass, dissolved oxygen and nitrates at timet. ∆X(t) stand forX(t) − X(t − 1).

Severe problems of data quality were encountered in this application.

1. Dissolved oxygen, for example, was measured at the water surface approximately at noon (when oxygen is
produced by photosynthesis and is plentiful) and does not reveal potential anoxic conditions (which might occur
at night) - which it was supposed to reveal.

2. Measurement errors of algal biomass were estimated to be quite large by the domain experts (up to 50% relative
error).

3. Finally, winds were not taken into account: these might move algae away from the sampling stations and cause
huge variations in the observed biomass values.

Case study: Phytoplankton growth in Lake Glumsoe

The shallow Lake Glumsoe is situated in a sub-glacial valleyin Denmark. It has received mechanically-biologically
treated waste water, as well as non-point source pollution due to agricultural activities in the surrounding area. High
concentration of pollutants (food for phytoplankton) leadto excessive growth of phytoplankton and consequently no
submerged vegetation, due to low transparency of the water and oxygen deficit (anoxia) at the bottom of the lake. It
was thus important to have a good model of phytoplankton growth to support environmental management decisions.

We used KDD methods for the discovery of differential equations (10) to relate phytoplankton (phyt) growth to water
temperature (temp), nutrient concentrations (nitrogen-nitro and phosphorus -phosp) and zooplankton concentration -
zoo (33). Some elementary knowledge on population dynamics modelling was taken into account during the discovery
process. This domain knowledge tells us that a term called Monod’s term, which has the formNutrient/(Nutrient+
constant) is a reasonable term to be expected in differential equations describing the growth of an organism that feeds
onNutrient. It describes the saturation of the population of organismswith the nutrient.



Table 3: The discovered model for phytoplankton growth in Lake Glumsoe.

˙phyt = 0.553 · temp · phyt ·
phosp

0.0264 + phosp
− 4.35 · phyt − 8.67 · phyt · zoo

The discovered model is given in Table 3. Herėphyt denotes the rate of change of phytoplankton concentration.The
model reveals that phosphorus is the limiting nutrient for phytoplankton growth, as it includes a Monod term with
phosphorus as a nutrient. This model made better predictions than a linear model, which has the form

˙phyt = −5.41 − 0.0439 · phyt − 13.5 · nitro − 38.2 · zoo + 93.9 · phosp + 3.20 · temp

It was also more understandable to domain experts: the first term describes phytoplankton growth, where temperature
and phosphorus are limiting factors. The last two terms describe phytoplankton death and the feeding of zooplankton
on phytoplankton.

The following issues were raised in this application:

1. Data quantity and preprocessing: measurements were onlymade at 14 time points during two months (once
weekly). Some preprocessing/interpolation was thus necessary to generate enough data for discovering differen-
tial equations.

2. Data quality: ecological experts often have poor understanding of modelling concepts, which strongly influences
the way data are collected. An electrical engineer with knowledge of control theory would know much better that
sampling frequency has to be increased at times when the system under study has faster dynamics (e.g., at peaks
of phytoplankton growth).

3. The need for taking into account domain knowledge during the KDD process: this can compensate to a certain
extent for poor data quality and quantity (as was the case in this application). This issue is of great importance,
yet few KDD methods allow for the provision of domain knowledge by experts.'
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Figure 6: A regression tree for predicting the degree of beech browsing.

Case study: Modelling the interactions of a red deer population with the new growth in a forest

Here we studied the interactions among a population of red deer and new forest growth in a natural regenerated forest
in Slovenia. Ideally, foresters would like to keep in balance the size of the deer population and the rate of regeneration
of the forest: if the deer population is large, so are the browsing rates of new forest growth and regeneration slows
down. Understanding the relationship between the two is crucial for managing the balance. Our study has shown that
meteorological parameters strongly influence this relationship and have to be taken into account.

A preliminary study using regression trees to model the interactions was performed by Stankovski et al. (31). Here we
summarize the results of a follow-up study that used a slightly larger dataset, cleaner data, and more reliable methods
of regression tree induction (8). The induced models show that the degree of browsing for maple (the preferred browse
species of red deer) depends directly on the size of the population. The degree of beech browsing, on the other hand,
was most strongly influenced by meteorological parameters,i.e., winter monthly quantity of precipitation (snow) and
average monthly minimal diurnal air temperature. (cf. Fig.6). While beech is not the preferred browse species of red
deer, it is consumed yearlong; it is also elastic and snow-resistant and thus more exposed to the reach of red deer even
in deeper snow.



The following issues were raised by this application:

1. Data quantity: the size of the deer population and browsing rates are only estimated once a year. Even though we
were dealing with 18 years worth of data, these were still only 18 data points.

2. Data quality: some of the data collected in this domain were unreliable and had to be cleaned/corrected/removed
before obtaining reasonable results.

3. Missing information: the outcome of the data analysis process suggested that measuring winter and summer
browsing rates separately would greatly improve the models. This information was not measured and it couldn’t
be reconstructed from the currently measured data, but should be measured in the future.

Habitat-suitability modelling
Habitat-suitability modelling is closely related to population dynamics modelling. Typically, the effect of the abiotic
characteristics of the habitat on the presence, abundance or diversity of a given taxonomic group of organisms is
studied. For example, one might study the influence of soil characteristics, such as soil temperature, water content,
and proportion of mineral soil on the abundance and species richness ofCollembola(springtails), the most abundant
insects in soil (24). The study uses neural networks to builda number of predictive models for collembolan diversity.
Another study of habitat suitability modelling by neural networks is given by Ozesmi and Ozesmi (26).

Several habitat-suitability modelling applications of other data mining methods are surveyed by Fielding (13). Fielding
(12) applies a number of methods, including discriminant analysis, logistic regression, neural networks and genetic
algorithms, to predict nesting sites for golden eagles. Bell (3) uses decision trees to describe the winter habitat of
pronghorn antelope. Jeffers (17) uses a genetic algorithm to discover rules that describe habitat preferences for aquatic
species in British rivers.

The author has been involved in a number of habitat suitability studies using rule induction and decision trees. Rule
induction was used to relate the presence or absence of a number of species in Slovenian rivers to physical and chemical
properties of river water, such as temperature, dissolved oxygen, pollutant concentrations, chemical oxygen demand,
etc. (9). Regression trees were used to study the influence ofsoil characteristics, such as soil texture, moisture and
acidity on the abundance (total number of individuals) and diversity (number of species) ofCollembola(springtails)
(18). We have also used decision trees to model habitat suitability for red deer in Slovenian forests using GIS data, such
as elevation, slope, and forest composition (7). Finally, decision trees that model habitat suitability for brown bears
have been induced from GIS data and data on brown bear sightings (20). The model has then been used to identify the
most suitable locations for the construction of wildlife bridges/underpasses that would enable the bears to safely cross
the highway passing through the bear habitat.

Summary
This paper introduced data mining, the central activity in the process of knowledge discovery in databases (KDD),
which is concerned with finding patterns in data. It also gavean overview of KDD applications in environmental
sciences, complemented with a sample of case studies. The paper is based on the chapter ”Data Mining in a Nutshell”
by S. Džeroski, which appears in the bookRelational Data Mining, edited by S. Džeroski and N. Lavrač and published
by Springer in 2001, as well as the article ”Applications of KDD in Environmental Sciences”, that appears in the
”Handbook of Data Mining and Knowledge Discovery”, edited by W. Kloesgen, and J. M. Zytkow, published by
Oxford University Press in 2002. For more information on thetopic of this paper, we refer the reader to these.
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[9] S. Džeroski and J. Grbović. Knowledge discovery in a water quality database. InProc. First International
Conference on Knowledge Discovery and Data Mining, pages 81–86. AAAI Press, Menlo Park, CA, 1995.
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[18] C. Kampichler, S. Džeroski, and R. Wieland. The application of machine learning techniques to the analysis of

soil ecological data bases: relationships between habitatfeatures andCollembolacommunity characteristics.Soil
Biology and Biochemistry32: 197–209, 2000.

[19] L. Kaufman and P. J. Rousseeuw.Finding Groups in Data: An Introduction to Cluster Analysis. Wiley & Sons,
New York, 1990.
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[22] B. Kompare, S. Džeroski, and A. Karalič. Identification of the Lake of Bled ecosystem with the artificial
intelligence tools M5 and FORS. InProc. Fourth International Conference on Water Pollution, pages 789–798.
Computational Mechanics Publications, Southampton, 1997.
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Abstract

We contrast the concepts of computational simulation as practiced in computer as-
sisted design with that of numerical modeling of geology and other observational
sciences in which controlled experiments are not available. We highlight the role
of the modeller in subjectively weighting observations, modelling and experience to
find a preferred geological model.

Keywords: Mechanical modeling, Rheology, Plate tectonics, Planetary dynamics, Pattern formation, Interactive
evolutionary computing

Introduction

Figure 1: Emergent geometry in geological models. A model of lithospheric extension in 3D by Moresi, Mühlhaus
and Lemiale in which the brittle crust deforms at high stresses by breaking along a series of small faults which
interact through their local influence on the stress field and coalesce to form intricate patterns. Resolution of this
model is 96x48x48 elements. !e large-scale features have been delineated with white or black lines depending
on their dip but are in fact simply self-organized groups of failure planes sharing a common dip. An interesting
challenge is to be able to identify such groups automatically as effectively as can be done by eye so that the deformation
of the "fault" itself can be tracked for a single object — are the faults with opposing dips significantly different or
trivially related by symmetry in the model equations ?

Computer simulation is indispensable in the automotive and aeronautical design industries and, increasingly, in the
development of medical devices which are integrated into the living body. Advances in computational hardware
and algorithms designed for interacting, multiscale phenomena have gone hand-in-handwith advances in material
physics and engineering which greatly increase the range of mechanical properties of engineering materials which
can be incorporated into new designs. It is interesting to contrast this situation with the observational sciences
such as geology, astronomy,meteorology, oceanographywhich rely on natural "experiments" conducted at arbitrary
times and places, under poorly understood conditions, and over timescales which are usually considerably larger
than a typical human lifespan.



In this overview we will discuss a few examples taken from the geology of Earth and Mars — a subject broad
enough to provide general examples. !e discussion will almost certainly be familiar to practitioners of any of the
dominantly observational sciences. We will see how the identification and matching of structural, chemical and
thermal patterns in the geological record dominate the activities of modelers and provide a range of challenges for
the application of techniques from the information sciences.

Our understanding of the thermal, chemical and/or mechanical evolution of geological systems is limited by our
ability to ascertain with any precision the constitutive behaviour of the component materials under the conditions
which applied during their deformation. !ere are three important reasons for this lack of knowledge: (1) experi-
mental determinations of the constitutive behaviour of rocks are rarely possible under the thermal, chemical, and
stress conditions or over the timescales which apply in natural settings; (2) the constitutive parameters are often
dependent upon the very history of the systemwe are interested in modelling; (3) we often deal with systems which
have a large range of interacting scales only some of which we explicitlymodel at any one time—parameterizations
of the sub-resolution scales in continuummechanics introduce further uncertainty into themodelling process. Add
in our lack of knowledge of the appropriate boundary and initial conditions for a model and the exact mineralogy
up of the materials involved and the possibility of a simulation in the engineering sense recedes still further.

The modelling process in geology

In geological modeling, it is more useful to evaluate suites of models in which the unknowns include initial and
boundary conditions and the constitutive behaviour of the model materials. !e modeller searches for robust
features of the system including: emergent patterns in the geometry; the relative timing of key events which may
help partition parameter space; quantitative fits to observations at individual points, over regions of the solution
domain or globally — often needing to apply different weight to the correspondence (or lack of it) between each
observable and the model in order to draw a final conclusion.

Figure 2: Emergent geometry in geological models. A model by Sandiford and Hussan of the erosion patterns in
an escarpment which are caused by fast flowing water carving channels and transporting sediment to the ocean.
What is more interesting — the positions of each of these features or some statistical information on the patterns ?
"e answer may depend on the goal of the modeller.

It is instructive at this point to mention two examples of the way in which the uncertainty in geological models
includes quite basic material parameters, and to summarize the way in which such uncertainties are debated and
resolved.

!e first example concerns the viscosity of the Earth'smantle on the time-scales relevant to plate tectonics (millions
to hundreds of millions of years). !eory suggests that thermal convection due to solid state creep in the Earth's
interior is an inevitable consequence of its trapped internal heat and that the relatively simple equations of Rayleigh-
Bénard convection ignoring inertial, rotational, compressible and dissipative effects provide an excellent first order
approximation to the dynamics (Richter, 1973). Rayleigh-Bénard convection is described by a single dimensionless



Figure 3: A simple analogue model of the India-Asia collision in which a large chunk of metal (India) thrusts into a
plasticine block representing the Eurasian continent. !e extrusion of material along finely localized shear bands
is very reminiscent of the observed deformation pattern across South East Asia. "e question which the geological
community still debates furiously is whether the discrete blocks seen in the analogue model are to be interpreted
as fundamental structures or simply indications of the broad deformation pattern contingent on the experimental
limitations (Tapponnier et al., 1982)

number: the Rayleigh number

Ra =
gρα∆Td3

∑η
(1)

!e values of the gravitational acceleration, g, density, ρ, thermal expansivity, α, temperature drop, ∆T , mantle
depth, d and thermal diffusivity, ∑ have established values with uncertainties less than a factor of about 2. However,
the dynamic viscosity, η is a measure of the strain rate in response to stress — typical values of the strain rate
are of the order of 10−14s−1 in response to tectonic stresses of the order of 10 − 100MPa suggesting viscosity of
the order of 1023 in the lithosphere. Although realistically low strain rates are not achievable in the laboratory,
experimental work on small representative samples of mantle materials suggest that the deep mantle viscosity is
also likely to be large but strongly dependent upon temperature, pressure, grain size, the presence of volatiles,
and the magnitude of the stress (e.g. Karato and Wu, 1993). Other methods for estimating mantle viscosity rely
on modeling the deformation and making comparisons to observations such as topographic uplift / uplift rates,
gravitational anomalies flooding histories etc. Post glacial rebound studies provide similar viscosity estimates
for the Earth's interior over times of thousands to hundreds of thousands of years (e.g. Lambeck and Johnson,
1998). Comparison of modelled global gravity and topography in response to density variations in the deep Earth
(which can be imaged by seismology— see the contribution by Kennett at this meeting ) can constrain the values of
viscosity contrasts within the mantle at the plate motion time-scale but not the absolute value of viscosity (Hager
and O'Connell, 1980). Models in which a variety of observations are integrated are obliged to consider uncertainty
in rheological models alongside the observational errors (e.g. Gurnis et al., 1998)(Zhong and Gurnis, 1996) but this
has rarely been done in a formal manner.

A second example in which laboratorymeasurements appear to be at oddswith field observations is in the frictional
strength of faults. Faults are failure planes which accommodate relative motion between two blocks of rock; a
significant fraction of crustal deformationnear the surface of the Earth is concentratedonto faults. !e intermittent
sliding of faults is experienced as earthquakes which release in a short period of time the stress which has built up
from tectonic strains over the earthquake cycle. !e simple picture of fault motion is of frictional resistance to
sliding between the two rock surfaces which can easily be reproduced in laboratory experiments and yields values
for the coefficient of friction of around 0.6. Furthermore, the angle of initiation of faults in a medium with many
arbitrarily arranged fractures is a function of the friction coefficient and generally supports the notion that rock
friction has approximately this value. Laboratory experiments and computer models of sliding rock masses also
show that themeasured value of rock friction is highly variable in time and depends upon the rate of sliding and the
amount of time elapsed since sliding started or finished (Tullis, 1996). It is uncertain which of the various possible
values of the friction coefficient best describes the constitutive behaviour of the lithosphere on the geological
timescale. However, the strength of present-day major faults inferred from lithospheric stress measurements,
earthquake stress drops and local heat flow perturbation, seems to be very low (Bird, 1995). Plate scale geodynamic
modeling using both continuum viscoplastic descriptions of the lithosphere (Moresi and Solomatov, 1998; Tackley,



Figure 4: (L) A series of slope collapses from the wall of a martian canyon. !e debris fan of the most recent
collapse overlaps that from previous ones (Image: NASA) (R) Evolution of structure within a granular "landslide"
in which a column of layered sand collapses when the left hand wall slowly moves outwards.

1998) and using large-scale faults (Zhong andGurnis, 1996, 1995, 1994) confirm this weaknessmust persist on long
timescales in order to match plate velocities and trench topography / gravity profiles.

In both these examples, very precise laboratory experiments have been done to elucidate themechanical properties
of relevant materials but there remains a large ambiguity in the application of these results under the poorly
constrained conditions which apply in the field. One way to address this issue is to design experiments whichmore
closely match the range of conditions but another alternative direction is to consider the way in which very diverse
observations are integrated in the modelling process described above and try to improve our understanding of the
way the subjective and objective work together. Refer to the overviews of geoinformatics and modelling by Dietmar
Müller in this section of the meeting volume for further examples and discussion of this idea.

Analogue models

Geologists have a long history of building miniature analogue models to explain geological structures (Hall, 1815;
Schellart, 2002). !is technique clearly predates the revolution in computational modelling which has taken place
in the last thirty years but, as with experimental fluid dynamics, remains an important complementary approach
to understanding the complexity of emergent structure in geological systems. !e examples shown in Figures 3
and 4 are typical cases where the numerical modeling approach to the relevant problem is limited by the available
algorithms: deformation of the cool viscoelastic/brittle lithosphere along faults which develop in response to the
deformation; and large-scale slope collapse due to progressive oversteepening or loss of strength in which the
particle dynamics at a very small scale may control the large-scale phenomena such as the size and morphology of
the debris flow (Cleary and Campbell, 1993).

!e effective resolution of analogue models is extremely high compared to that of numerical models and, as can
be seen by comparing Figures 1 and 3 — the ability to resolve the localized structures in 3D numerical models is
marginal whereas it is trivial in the analoguemodel. Nevertheless, the limitations of analoguemodels aremanyfold:
it is difficult to obtain arbitrary material properties and scale the mechanical effects of failure to those of elastic and
viscous deformation (often it is necessary to employ large centrifuges); the effects of temperature and fluid flow are
difficult to include in analogue models; measurement of stresses and strain rates are usually limited to a few points
in the analogue models but are computed everywhere at all time during the numerical modeling process.

Perhaps geologists like analogue models because they themselves tend to operate by comparing analogous terrains
and formations to thosewhich they study. !ey tend to distill general principles froma series of natural experiments
in which no individual parameter is controlled.

Mathematical and computational models

!e uncertainty of the constitutive parameters does not mean that we can be slapdash in our approach to mod-
elling the phenomena. In fact, the reverse could be argued as we may be forced to couple models with inherent



uncertainties without being able to establish a strong correspondence to a relevant experiment for each model
beforehand. For example, there is a strong coupling between tectonics and geological / meteorological processes
at the Earth's surface (e.g. Willett et al., 1993) which can be studied if models such as those shown in Figure 1
are coupled. However, each model is itself subject to considerable uncertainty in knowing which combinations of
parameters produce realistic patterns corresponding to particular geological settings.

Let us consider the mathematical model behind Figure 1(L). !is will illustrate which parts of the models are
phenomenological, how the uncertainties in material properties manifest in the final result, and, perhaps, give
some insight into how modellers use models to integrate diverse observations.

Consider an incompressible Stokes flow problem driven by boundary conditions and buoyancy forces

τij,j − p,i = fi = giρα∆T ; ui,i = 0 (2)

τ is the deviatoric stress tensor, p is pressure, and f is the buoyancy force term which is usually given by the
temperature driven density change. Temperature, T , evolves through a balance of advection, diffusion and internal
heat generation

T,t + uiT,i = ∑T,ii + Q (3)

where u is the material velocity, ∑ is the thermal diffusivity, and Q is the rate of heat generation in the material.
When the material reaches a critical stress, we assume that it begins to form faults which relieve the stress locally.
!e Mohr-Coulomb yield criterion assumes that failure surfaces become active when a frictional condition on the
resolved stress is met:

τns < tanϕ(τnn + p) + C (4)

where τns and τnn are, respectively, the shear and normal deviatoric stresses on the failure plane. !e orientation
of this plane (defined by the normal n) can be predicted from the stress field. tanϕ and C are material properties,
the friction angle and cohesion respectively.

!e following constitutive law satisfies the Mohr-Coulomb yield criterion for a viscoplastic fluid at a particular
point:

τij = 2ηDij + 2(η0 − η)ΛijklDkl; Dij =
1
2

µ
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∂
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Λijkl =

°
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¢
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tanϕ(2ηD(I)

nn + p(I)) + C

2D(I)
ns

(7)

!e (I) index indicates iteration is intended — this ensures that the effect of failure at any point is felt throughout
the system.

Wemight note at this point that the equivalent viscoelastic problem (important for deformation in the cooler parts
of the lithosphere) can be solved by using a modified definition of the viscosity, strain rate tensor and a modified
force term as described inMoresi et al. (2003)— i.e. without changing the basic structure of the systemof equations.

!e cohesion and friction angle may soften (or harden) as a function of the accumulated plastic strain. We suggest
that the accumulated plastic strain might be defined as a competition between a source term equivalent to the
plastic strain rate and a healing term proportional to the background, viscous strain rate

D∞p
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Dt
= τyield

∑
1
η0 − 1

ηeff

∏
− ϑ

τyield
ηeff (8)

where ϑ is a temperature and pressure dependent coefficient, and τyield = tanϕ(τnn + P ) + C for the Mohr-
Coulomb failure model. However, almost all of the parameters in this microscopic failure model are phenomeno-
logically based. !eir usefulness is based on their ability to reproduce in the model observed macroscale features
familiar to geologists. If a model proves successful then it would not be unusual to (re)calibrate the parameteriza-
tion to allow the modeller to provide macroscopic material properties.

!e momentum balance equation (2) contains no time dependent terms. !is means that stresses instantaneously
equilibrate everywhere in the system— in the Earth this means that a change to the strength of a plate boundary in
one place would instantaneously change the global mantle / lithosphere flow pattern (i.e. in a few thousand years
compared to the millions of years it takes to move the plates). !e timescale of plate tectonics comes from the
energy balance (3) which has a time constant given by rates of thermal diffusion (t = d2/∑).



!e momentum equation has the same structure as the incompressible elasticity models which are common in
engineering and for which standard grid-based finite element methods are very well suited and for which highly
accelerated solvers (e.g. multigrid methods) are highly efficient. However, equations with history variables in them
such as (8) require Lagrangian techniques which follow thematerial and interfaces through time. !is combination
leads to some very specialized techniques for solving geoscience problems which have more in common with the
fluidmechanics of foods, liquid crystals, biomaterials and fresh concrete thanwith aircraft design. "e presentation
at this meeting by Braun and coworkers describes some new computational methods which have been developed
specifically for geological modeling.

!e anisotropic viscositymodel described above has been implemented into the Lagrangian integration point finite
element code, Uɴʀʀʟ. !emethodology is described in (Moresi et al., 2003). Uɴʀʀʟuses a standard
mesh to discretize the domain into elements. !e shape functions interpolate node points in the mesh in the usual
fashion and are used to compute derivatives of nodal variables. Material property variations, and history variables
such as failure plane orientation and failure history are stored on integration points which are also material points
of the fluid. !e problem is formulated through the usual FEM weak form to give an integral equation which can
then be decomposed to a series of element integrals and through the usual Galerkin discretization procedure, give
element stiffness matrices, KE :

KE =
Z

≠E

BT (x)C(x)B(x)d≠ (9)

we replace the continuous integral by a summation

KE =
X

p

wpBT
p (xp)Cp(xp)Bp(xp) (10)

Here the matrix B consists of the appropriate gradients of interpolation functions which transform nodal point
velocity components to strain-rate pseudo-vectors at any points in the element domain. C the constitutive operator
corresponding to (5) is composed of two parts C = Cviscous + Cplastic.
In standard finite elements, the positions of the sample points, xp, and the weighting, wp are optimized in advance.
In our scheme, the xp's correspond precisely to the Lagrangian points embedded in the fluid, and wp must be
recalculated at the end of a timestep for the new configuration of particles.

!e mathematical / numerical basis for the model results shown in Figure 1 is defined very carefully and precisely
but relies upon a number of assumptions which are purely phenomenological. !e community of geodynamic
modellers is generally in agreement that the greatest care should be taken to solve to a very high accuracy whatever
stated model is used despite the fact that the results are probably going to be interpreted subjectively in the process
of integrating a range of observations. In this sense there is no difference to the experimentalists where the error
in their laboratory work is often trivially small compared to the uncertainty in the extrapolation to an application.

Discussion

If we consider planetary geology as in Figure 5, we usually have an abundance of satellite derived imaging and
instrumentation results available but very little in the way of direct sampling. We may look to Earth geology for
examples and analogy but we have to beware of differences in the weathering processes which carve the surface
and deposit sediments on our planet, different tectonic styles, different dominant composition and the possibility
that the familiar patterns we observe which result from these processes interacting may be false friends. In figure
5, we show some examples which bear striking similarity to the outcomes of processes which we model in Figure
1 and Figure 2 despite the fact that the Martian environment is very different from that of Earth. Is the similarity
real, based in a true correspondence of physical processes between the two planets or are we seeing an unconscious
bias coming from the human propensity to match natural patterns.

!e modellers at this meeting are interested in better ways of using their modelling codes which will be ef-
fective in reducing the kinds of ambiguities that are obvious in the small number of examples given above.
Currently the mechanical modelling process is reliant on the subjective judgement (explicitly or implicitly)
of the modellers themselves in weighting observations so as to eliminate such ambiguity. !e subjectivity in
the modelling process needs to be characterized, used to accelerate the determination of best fitting models,
and for cutting down the ambiguity in identifying pattern fits, but not to be the first resort for integrating
mismatched observations.



Figure 5: Tectonics on another planet— in the case ofMars, we rely almost entirely on generic thermal-mechanical
models, pattern matching and analogy to Earth geology. (L) Vallis Marineris is a rift valley believed to have been
formed by very large-scale extension of the Martian lithosphere during the formation of the !arsis volcanic rise
(Image: NASA); (R) Sinous flow channels on the slopes of ElysiumMons believed to have been formed bymudflows
analogous to lahars on Earth (Image: Christensen et al, 2006). Surface water is an ephemeral phenomenon onMars
andwe do not knowmuch about the conditions underwhich groundwaterwas released and how long it was present.
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Abstract 
We describe how we use models of mantle dynamics to understand and test the controls 
and effects of plate tectonics, such as ocean basin volume, magma production and the 
formation of natural resources. Numerical modeling and geological ground-truthing were 
incorporated to test the hypothesis that vertical motion of the Australian continental plate, 
as observed from sediments deposited during a marine incursion, was linked to the effects 
of negative buoyancy due to the dynamics of a sinking subducted slab along the eastern 
margin of Australia. Different models with varying parameters and boundary conditions 
were developed and then compared with geological observations to develop a best-fit 
numerical model. 

Keywords: Lithosphere deformation, Plate tectonics, Tectonic Reconstruction 

Introduction 
Planet Earth is an extremely complex system, partly because of the existence of plate tectonics.  Plate tectonics is an 
expression of slow convection of the Earth’s mantle over geological times, and the principle means by which the Earth 
loses its internal heat. On a geological timescale (i.e. millions of years), plate tectonics exerts major controls on global 
sea-level changes and geochemical cycles.  We know that all continents aggregated during the Late Palaeozoic, about 
250 million years ago, into a single supercontinent, Pangaea, and then dispersed during the Jurassic period, initially into 
Gondwana in the south and Laurasia in the north (Fig. 1).  However, plate motions not only determine the distribution 
of land and sea, but also the volume of the ocean basins, which depends on the average global seafloor spreading rates 
(how fast tectonic plates are moving away from each other).  The rates of plate creation at mid-ocean ridges and plate 
subduction in zones where plates converge exert major controls on the carbon cycle and other geochemical cycles, by 
means of seafloor weathering, mid-ocean ridge degassing, and subduction of sediments.  Plate tectonic processes also 
control the production of magma, the generation and destruction of crust, and crustal deformation, driving the formation 
of basins and mountain belts with associated natural resources (Fig. 2). 
 
Despite over 30 years of research in geodynamics, there are still many fundamental unresolved questions with regard to 
how the Earth has evolved since its accretion about 4.5 billion years ago.  When exactly did plate tectonics evolve, and 
what triggered its inception?  What exactly drives the plates and what determines the geometry of the plate tectonic 
system?  Why do we have plate tectonics, as opposed to some other tectonic mode, which would remove planetary 
heat?  What controls the time-dependence of mantle convection?  Are sea-level variations entirely caused by the waning 
and waxing of polar ice-caps, or are there other mechanisms that may result in major fluctuations of relative sea-level? 
 

 
Figure 1:  Paleogeographic reconstruction of Gondwana in the southern hemisphere and Laurasia in the north after 
initial breakup of the supercontinent Pangaea.  This reconstruction is based on a global digital elevation model, 
divided up into the different tectonic plates, which were restored to their position in the Late Jurassic at 160 million 
years ago.  Climate zones were approximately restored based on a simple climate model within a geographic 
information system (GIS).   



 
 
 

 
 
Figure 2: Cartoon of the dynamic Earth.  Complex links among tectonics, global biota, ocean chemistry and circulation, 
and atmospheric composition control the long-term evolution of the climate system.  The most fundamental process 
controlling this system is plate tectonics.  Plate motions not only determine the distribution of land and sea, but the 
volume of the ocean basins, which depends on the average depth of ocean basins.  The rates of plate creation and 
subduction exert major controls on the carbon cycle and other geochemical cycles, by means of seafloor weathering, 
mid-ocean ridge degassing, and subduction of sediments. The rates of mass and energy transfer from the mantle to the 
crust and back again are not constant through time, but result in catastrophic events such as earthquakes, volcanic 
eruptions and tsunamis. Modified from Integrated Ocean Drilling Program initial Science Plan, unpublished report, 
2000.    

Australia’s Vertical Motion since the Cretaceous 
Numerical Earth models running on supercomputers alone are not useful, unless we can “groundtruth” them with 
geological observations.  This means we have to consider what observations can best be used to evaluate how realistic 
our computer models are.  It turns out that considerable insight can be gained into the nature and evolution of mantle 
convection by looking at the vertical motion of continents. The downward vertical motion of a continent, also called 
subsidence, may result in flooding and widespread marine inundation, resulting in deposition of shallow marine 
sediments. Such sediments are extremely widespread and well mapped in eastern Australia, providing a record of the 
time-history of subsidence and possibly also uplift, resulting in erosion.  The shallow marine sediments provide 
information about relative sea level change in a certain region, which we can compare with the average global sea level 
change documented on all continents.  Vertical motion of the Earth’s surface associated with mantle convection is 
extremely slow, it typically has rates less than 100 m/million years, or 0.1 mm/year. 
 
Australia shows many oddities in its distribution of inland seas through time.  During the Cretaceous period (145-65 
million years ago), the marine inundation of Australia and the global sea-level curve were out of phase.  Maximum 
flooding of Australia occurred between 120-110 million years ago, when a large fraction of the continent, especially in 



the east, was covered by a shallow sea (Fig. 3). This area has accumulated up to 3.5 km of Cretaceous and Jurassic 
sediments.  During the Late Cretaceous, eastern Australia became progressively uplifted and exposed, with a flooding 
minimum 80-70 million years ago, when global sea-level was inferred to be near a maximum.  Near the end of the 
Cretaceous, Australia, was approximately 250 m higher than it is today.  Later, some time during the Tertiary period 
(after 65 million years ago), Australia appears to have subsided as a single unit by as much as 200 m, perhaps with very 
little tilting, as the continent moved northward after it separated from Antarctica. 
 
Where plates diverge, seafloor spreading occurs, forming new ocean crust.  The process of subduction recycles oceanic 
plates back into the convecting mantle where oceanic and continental plates converge.  During the Cretaceous period, 
Australia, South America, Africa, India, Antarctica and New Zealand were assembled into a vast supercontinent called 
Gondwana, which had existed for more than 400 million years before it fragmented into the landmasses we know today, 
due to seafloor spreading. Prior to breakup, eastern Australia was bounded to the east by an enormous subduction zone 
where a cold oceanic tectonic plate plunged into the mantle, which was formed in the proto-Pacific Ocean (Fig. 3a).  
Together with geodynamicists Mike Gurnis from the California Institute of Technology and Louis Moresi from CSIRO 
(now at Monash University), a hypothesis that the dynamics of this subduction zone and the flooding of eastern 
Australia were intricately linked was developed.  Maybe Australia had flexed like a giant wobble board, moving 
hundreds of metres down, and later rebounding, as the plate was drawn over a giant sinking subducted plate which later 
vanished nearly entirely into the deep, lower mantle.  In other words, a sinking slab underneath Australia may have 
drawn the continent down, leading to submergence and flooding of the continental land mass. Beowulf computing 
allowed  the creation of a 3D mesh with associated properties and a modeled time-history mimicking geological reality.  
A computer model was created in which plate motions were imposed at the surface, leading to subduction and seafloor 
spreading.  The model starts with a long-lived subduction zone initially at the eastern Gondwana continental margin 130 
million years ago.  Based on geological information, subduction then becomes extinct in our model, and Australia is 
drawn over this “slab burial ground” as the continent moves east, and later north.  The question we want to answer is:  
Can this conceptual model be turned into a realistic computer model, which creates flooding and emergence of 
Australia in accordance with our geological observations? 

Model for Australia’s geodynamic evolution since the Cretaceous 
In making comparisons between computed model topography and observations, we have to subtract the normal thermal 
subsidence of cooling, contracting oceanic lithosphere from the observed seafloor topography, also called bathymetry.  
Another influence on topography is crustal thickness variations.  Within our modeled continent, only sedimentation 
changes crustal thickness.  In the oceans, we create lithosphere by seafloor spreading between the Australian and 
Antarctic plates, as a function of mantle temperature (the hotter the mantle, the thicker the ocean crust). 
 
The model shows that first, just after 130 million years ago, there is a general motion toward the Pacific by the three 
plates that make up Gondwana at this time (Australia, Antarctica, Lord Howe Rise Plate) with velocities exceeding 5 
cm/yr (Fig. 3a).  Following a period of relative quiescence, during which time Australia rifts from Antarctica but moves 
only slowly northward, Australia starts moving away from Antarctica at about 45 Ma with nearly constant, fast 
velocities between 7 and 8 cm/yr.  While the plates change their position, dynamic topography continuously evolves as 
the subducted oceanic plate, now underneath Australia, changes its structure and depth distribution.  Inspection of the 
 
 

 
 

Figure 3a:  In the Early Cretaceous, 130 million years ago Australia is bordered by a deep oceanic trench in the east, 
where an oceanic plate is being recycled (subducted) back into the Earth’s mantle.  The box shown comprises a depth 
of nearly 3000km, down to the boundary between the Earth mantle, shown in dark red, and the Earth’s core (not 
shown).  The vertically sinking oceanic plate in the mantle is shown in blue, representing cooler temperatures than the 
surrounding mantle.  Modified from Gurnis (2001). 



 
changing topographic signature as the imposed plate kinematics evolve reveals two fundamental features.  During the 
first phase of plate motion, Australia migrates over the topographic depression generated by the slab.  From 120 to 110 
million years ago, the eastern interior of Australia is over the former position of subduction, which is still a 
downwelling with up to ~350 meters of overlaying dynamic topography (Fig. 3b). There is a continued slow migration 
of the topographic depression westward over the continent while the amplitude of the topography decays as the slab 
sinks through the mantle; this means the continent, mostly in the east, rebounds and is uplifted by about 200 m from 
110 to 60 Ma.  
 

 
 
Figure 3b:  Reconstruction of Australia in the Late Cretaceous, 80 million years ago.  Between 130 and 80 million years 
ago, the Australian plate moved east, overriding the sinking plate to the east.  As a consequence, eastern Australia is 
drawn down by the “negative Buoyancy” of the sinking slab, resulting in marine inundation of large parts of eastern 
Australia by a shallow sea.  After 80 million years ago, the downward drag of the subducting plate on the surface 
slowly diminished due to the increasing vertical distance between the sinking slab and the continent, resulting in a 
rebound and uplift of eastern Australia.  Modified from Gurnis (2001). 
 
The more recent subsidence of the Australian continent as a whole, (less than 65 million years ago) is likely related to 
the motion of Australia toward the subduction zones to the north bounding Indonesia and Papua New Guinea (Fig. 3c). 
However, this extensive system of Southeast Asian subduction zones was not initially part of our regional geodynamic 
simulation, and therefore we could not model this effect.  Published subduction driven global mantle flow models 
(references) show that Australia could have subsided by about 200 meters since 20 million years ago as it moved 
toward this extensive system of subduction zones at the intersection of the Pacific and Indian oceans. As Indonesia 
sinks, it pulls Australia down with it as the continent is moving north over a vast system of subducted sinking oceanic 
plates in the mantle. Indonesia itself is the best example for this process: only the highest mountain peaks form islands, 
as the largely submerged continent  sucked down into the mantle by the enormous “negative buoyancy” of the sinking 
plates underneath it. 
 

 
 

Figure 3c: Present day location and topography of Australia.  About 45 million years ago, Australia started moving 
north, resulting in convergence with Indonesia.  The entire continent is now drawn down once again, but not as much 
as in the Cretaceous.  This is caused by a system of subducting slabs around Indonesia and Papua New Guinea (not 
shown here), which Australia is approaching.  Modified from Gurnis (2001).   



Ground-truthed modeling by iteration 
Figure 4 illustrates the iterative nature of numerical computer models, ground-truthed by observed geological data.  Our 
model is constrained by various boundary conditions and assumptions, whose possible variation we have to explore by 
running a set of different models, and then comparing the model outputs with our observations.  Some of parameters, 
whose possible ranges have been explored are:  (1) The initial location and dip-angle of the subducted slab east of 
Australia; (2) the assumed sedimentation rate in flooded continental areas; and (3) whether or not  improved results are 
obtained by using a present day digital elevation model for the assumed topography of Australia, as it is modulated by 
dynamic topography originating from the sinking slab in the mantle.  Figure 4 shows a few examples of dozens of 
models that were run to explore these “parameter spaces”, and illustrates how we converge on a “best-fit” model. 
 

 
 
Figure 4:  This figure illustrates the idea of “ground-truthed modeling”, namely the iterative “tuning” of a computer 
model to match the data.  The first column of maps (A) shows paleogeographic reconstructions of Australia during the 
Cretaceous based on geological data; blue shading outlines marine inundation, and brown shading denotes land areas 
of the continent. The geological age ranges on the left refer only to the paleogeographic reconstructions, and are given 
in “Ma”, from “Megannum” in Latin, which here means “million years before present”. The faint red contour outlines 
the Eromanga and Surat basins. Figures B to E show the modelled marine inundation of Australia from our 
geodynamic models. Ages to the right refer only to these models. Blue areas are those areas covered by shallow seas; 
brown shading denotes those parts of the continent predicted to be exposed. Columns B to E show our model results, 
based on Australia overriding a subducting plate that initially dips at an angle of 30° and is located 1400km east of the 
present eastern Australian margin.  (B) Initial model case with an assumed sedimentation rate of 5 m/million years. 
This model results in flooding in western Australia after 100 Ma, where none is observed.  (C) The same as (B), except 
for a sedimentation rate of 10 m/million years. This model agrees quite well with the first-order observations.  (D) The 
same as (B), except with the initial topography taken from a digital elevation model, improving the match with the data. 
This is our preferred model.  (E) Subducted slab is assumed to have been located further east, 2400 km off the 
Australian margin with a sedimentation rate of 5 m/million years.  This model results in too little flooding before 100 
Ma, and in too much flooding after 100 Ma.  Modified from Gurnis et al. (1998).   

Conclusions 
We tend to look at the present state of the Earth as a static system.  Popular consensus in the face of global warming is 
that sea level should always remain as it is now, and we think of a vast continent as Australia as a stable geological 
feature, which probably always had an appearance more or less as it does today.  It is extremely hard to fathom the 
meaning of geological, as opposed to human, timescales, and the powerful processes originating in the hot, churning 
interior of the Earth.  These processes have changed regional sea levels by hundreds of metres, or even several 
kilometres, through geological time long before humans existed.  A graphic example of the enormous magnitude of 
relative sea level variations due to geological forces is shown in Fig. 5, a photo of a sandstone with work burrows that 



once formed near the sea surface in the southern Pacific Ocean, but is now found in 2.5 kilometers water depth.  Such 
drowned, usually flat-topped seamounts were named “guyots” by Harry Hess of Princeton University during World 
War II, when he served as an officer aboard a naval vessel.  Hess recognized that such seamounts must have undergone 
enormous subsidence, but he did not know the reason at the time.  Today we know that oceanic crust subsides by 
several kilometers after it forms at mid-ocean ridges, simply because it cools and contracts. 
  
However, such changes occur so slowly that we cannot observe them directly – only the geological record gives us 
some clues for vast pre-historic basins, floods, or mountains which may have existed at times when dinosaurs roamed 
the face of the planet.  Most of us understand the idea that ice-ages may influence global climate and sea-level:  melting 
ice caps may raise the global sea level, and a new ice age would lower it.  However, a combination of detailed 
geological observations and sophisticated computer models running on parallel systems of off-the-shelf PCs, powered 
by the Beowulf variant of the free Linux operating system, are about to give us a glimpse into the dynamic past of our 
planet.  Gigantic forces driven by sinking or rising branches of the global mantle convection system not only help drive 
the horizontal motion of tectonic plates, but they also lift and lower the continents, thereby resulting in dramatic 
regional sea-level changes that have nothing to do with the history of ice caps, or with human impact. 
 

 
 

Figure 5:  Worm burrows in sand composed of marine foraminifer shells, dredged up from a volcanic seamount part of 
the Louisville Ridge in the south Pacific Ocean in a depth of 2500 m by the German research vessel Sonne.  The work 
burrows show that this seamount was once in extremely shallow water near the sea surface – hence it has sunk by 
2500m!  This illustrates that natural relative sea level variations of enormous magnitudes have occurred in the 
geological past, long before humans existed.  Photo:  Dietmar Müller. 
 
Our theory of the Earth has come full circle.  Before the advent of plate tectonics, scientists believed that the history of 
the Earth’s surface could be understood entirely based on vertical motions.  It was assumed that ocean basins are deep 
because they have sunken, and mountain belts exist because they have risen – without any involvement of horizontal 
motions.  Then the theory of plate tectonics came along, introducing a framework to account for most geological 
observations by means of horizontal motions between plates, and the ensuing sea-floor spreading, subduction and 
collisions, accompanied by continental aggregation and dispersal.   Changes in the elevation of continents were thought 
to be a direct consequence of horizontal plate motions, creating mountain belts that are subsequently eroded by physical 
and chemical weathering.  Based on sophisticated geodynamic models, which include mantle convection and horizontal 
plate motions we have now learned that “elevator tectonics”, the vertical ups and downs of large landmasses, may be 
only indirectly related to plate tectonics, and not an immediate consequence of horizontal plate motions. 
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Abstract 
We give an overview of the range of observational data for the entire Australian plate, which 
are available to modelers. We introduce the discipline of geo-informatics, and discuss some 
examples of integration of data with models to illustrate the importance of a workflow that 
brings data, visualization, modeling and skilled geoscientists into a single loop. Geo-
informatics’ tools under current development such as the data visualization tool, 
auSEABED, and plate tectonic modeling tool, gPlates, are explained. The idea of interactive 
inverse modeling is introduced as a way to incorporate the subjective judgment of 
experienced geoscientists into the process of finding well-fitting models for diverse 
observations.  

Keywords: Lithosphere deformation, geo-informatics, marine geoscience 

Australia:  A large island surrounded by a vast ocean territory 
The area of seabed under Australian jurisdiction far exceeds the Australian land area. Australia’s vast ocean territory is 
approximately 16.1 million sq km in area – the third largest in the world.  In contrast, Australia’s land area “only” 
measures 7.8 million sq km, so in reality our land covered by oceans is twice as extensive as terra firma (Fig. 1).  Eighty 
percent of Australia’s population lives within 50km of the sea.  As such, Australia depends on sustainable ecosystem 
and species management, and the preservation of clean and healthy marine environments.  Ecosystem-based oceans 
planning and management of coastal areas should aim to maintain ecological processes including water and nutrient 
flows, community structures, food webs, and ecosystem links.  
 
One of Australia’s major strengths lies in its vast, relatively unexplored ocean territories and continental shelf system, 
which extends from the tropics to high latitudes, with its unique resources.  In order to manage our maritime jurisdiction 
we need to have effective means of remotely sensing, imaging, classifying and modelling the seabed and sub-seabed at 
a wide range of spatial and temporal scales.  The importance of Australia’s paired strengths in marine resources and 
political stability was underpinned in the year 2002 by a contract to supply China with liquefied natural gas from the 
 
 

 
 
Figure 1:  Australia’s marine jurisdiction.  White lines denote 200 nautical mile Australian exclusive economic zone, 
with preliminary estimate of outer limit of Australia’s extended continental shelf seabed and subsoil regime beyond 200 
nautical miles (magenta) and maximum extent of an extended continental shelf off Australian Antarctic territory (from 
Phil Symonds, Geoscience Australia). 



 

 
 
Figure 2:  Marine geo-informatics overview.  
 
Northwest Shelf worth $25 billion, the single biggest export contract for Australia.  Figure 2 illustrates the marine 
geoscience issues that Australia’s wealth and health will depend upon in the future:  They range from coastal and 
harbour management to maritime law, marine resource exploration and conservation issues and climate change. 
 
Marine geo-scientific data are collected at various scales using a vast array of techniques.  For example, recently the 
most comprehensive marine geophysical imaging and ocean drilling campaign in history around Australia  was 
completed, carried out by Geoscience Australia and by the international Deep Sea Drilling and Ocean Drilling Programs 
(DSDP and ODP). The data set is now comprised of more than 600 drill sites in Australasia/Antarctica, and thousands 
of kilometres of marine seismic, gravity and magnetic data, as well as high-resolution images of the sea floor.  These 
data hold an enormous amount of information on the evolution of ocean basins and margins through time and may help 
us unravel fundamental links between tectonics, sedimentation and marine resources.  Marine geoscience data can be 
numerical or textual, map-oriented or time oriented, facies related or stratigraphically related.  How do we analyse such 
diverse data sets as a whole, and model the processes involved?  The methods for analysing and displaying geo-
scientific data are necessarily diverse and complex. In most situations no single data set provides all the pieces 
necessary to solve a scientific problem.  The solution to existing conundrums and the advancing of new frontiers can 
only come from the effective integration and computational analysis of several diverse data types – geo-informatics! 

Geo-informatics 
What is geo-informatics?  Geo-informatics is a new field in the Earth sciences discipline that seeks to develop 
revolutionary tools that will facilitate the most effective use of geo-scientific data – and indeed, to bring these data 
alive.  For many decades Geosciences has primarily been an observation science.  However, readily available consumer 
computer hardware and software now allows many researchers to start modelling the complex processes that have 
shaped the Earth, ground-truthed by their observations. The earth has a complex record of the dynamic interaction of 
plates, earth materials and life that provide clues to the physical and chemical evolution of continents, oceans and the 
atmosphere. It has become clear that our understanding of the dynamic Earth can be vastly improved through the 
application of modern IT tools and the principles of physics to the geosciences. This field is in its infancy, and there is 
scope for advancement in all areas from novel techniques for data collection that maximizes the potential value of data 
at later stages, to new IT protocols for storing and accessing data, and new numerical techniques that are sufficiently 
generic to enable parallel processing of all forms of geoscientific data. 

 
Thus the primary objective of geo-informatics is to extract knowledge from the rock and sedimentary records, as well as 
from current processes at the Earth’s surface and in the oceans, through construction of databases and the development 
of modelling tools.  IT research in Geo-informatics will focus on knowledge-based mediation and information 
integration techniques for 4D data models; visualization of multi-scale, 4D information spaces; data-level 
interoperability; metadata modelling and interchange; and, metadata-based access to data and services. Issues of scale 
and time, observational versus analytical data, and interpolated versus interpreted data, pose unique challenges for Geo-
informatics. 



Marine Geographical Information Science (GIS) 
An important field of research applied to understanding coastal and marine environments is Geographical Information 
Science (GIS).  GIS involves the capture, organization, analysis, modelling and visualization of geographically 
referenced data in a computer environment.  GIS techniques allow the spatial and temporal relationships between 
different phenomena to be explored, described and predicted.  For example, the degradation of coral reefs may be linked 
to the spatial proximity of land based pollution outfalls.  Through GIS the association between the dispersion of these 
pollutants and reef condition can be modelled.  GIS provides researchers and managers insight into the relationships 
between phenomena in the marine environment that vary spatially, such as water depth, coral growth and the 
distribution of fish species. 
 
How can GIS be used to integrate diverse data relating to the coastal and marine environment, analyse spatial trends, 
and support environmental and resource management decisions?  GIS data is stored in the computer as digital map 
layers that can be overlaid using a common geographical coordinate reference system.  Remotely sensed images 
obtained from satellites or aerial photography and field data collected using Global Positioning Systems (GPS) are 
common sources of spatially referenced data used in GIS.  For example, a GIS data layer defining the boundaries of 
seagrass beds can be generated from satellite imagery.  This map can then be compared with the location of aquaculture 
farms that have been recorded in the field using GPS units, to determine the impact of commercial farming activities on 
the health of the seagrass communities.  The GPS unit operated from a vessel in the field computes position based on 
distance measurements to satellites orbiting the earth.  The grid reference coordinates recorded by the GPS (such as 
easting and northing values) is entered into the GIS as a point location which can be overlaid with habitat maps, depth 
charts, satellite images or any other marine data layers.  Being able to access this spatial information, make predictions 
and visualise areas of resource interest or use conflict provides marine managers and stakeholders with a greater 
understanding in the decision making process.  The value of GIS is not merely in the efficiency with which the 
technology can be applied, but rather it enables us to think differently about the way we organise, integrate, interpret 
and use spatial information.   
 
A combination of spatial information technologies, including remote sensing, GIS and GPS are currently being applied 
to map the temperate seagrass beds in the nearshore waters of Tasmania.  Substrate habitat is mapped using detailed 
scale aerial photography (between 1:5,000 and 1:25,000) and broad scale satellite imagery (Landsat 7).  GIS data layers 
delineating the different habitat categories (such as sand, gravel, patchy seagrass) have been generated.  The positional 
 

 
Figure 3:  Movement of a vessel during a seasonal seagrass mapping survey conducted in Blackman Bay.  
Discrepancies between the mapped habitat boundaries and the field observations were assessed using a range of 
spatial statistical techniques (such as error matrix, Kappa statistics and line intersect analysis).  This provided an 
indication of the reliability of the mapped data (from Eleanor Bruce, School of Geosciences, The University of Sydney). 



 
and descriptive accuracy of these maps are then verified in the field using GPS, underwater video and echo sounder 
equipment.  The echo sounder and GPS are linked to the GIS, and provide a continuous record of the substrate traversed 
by the research vessel.  Figure 3 depicts the movement of the vessel during a seasonal seagrass mapping survey 
conducted in Blackman Bay.  Research findings demonstrated that high biomass seagrass beds were mapped from 
remotely sensed data sources with a high level of accuracy.  However, the sparse or low biomass seagrass beds had a 
lower level of accuracy due to misclassification as a sandy substrate.  These results provide marine managers with a 
measure of the uncertainty associated with the GIS maps on which they are basing decisions.  In determining a suitable 
location for a proposed aquaculture lease in Blackman Bay, the marine manager would need to recognize that the GIS 
maps underestimate the presence of low biomass seagrass beds.  GIS based site selection and uncertainty analysis 
techniques can be employed to facilitate this decision making process. 

Seabed characterization, dynamics and modelling 
To illustrate the need for a new geoinformatic paradigm, consider the problem of characterizing the seabed over an area 
the size of Sydney. To classify the roughness of the seabed for hydrodynamic modelling, for example, we would need 
to combine measurements of sediment size with measurements of rock-reef and submarine dune size. Scale issues 
dictate that the former would be sampled physically and the latter remotely, and probably acoustically. We would also 
need to sample through time as sedimentary beds in shallow water can be highly mobile.  Integrating this seabed 
roughness data obtained with differing techniques and over a wide range of scales is not trivial! Yet this is one of 
thousands of similar problems faced by marine geoscientists. 
 
In the last 10 years, enormous progress has been made in mapping the seafloor.  Previously, the echosounding methods 
available to us relied on a single acoustic signal, whose travel time between the vessel to the seafloor and back gave us 
the depth at a single point, with numerous such soundings adding up to a depth profile.  The development of multibeam 
sonar systems has resulted in a number of fairly sophisticated systems which map a swath of seafloor underneath a 
ship's track, typically at least as wide as two times the water depth.  A typical medium/deep-water multibeam system 
emits a signal every 10ms at a frequency of say 13 kHz. The transmit beam generates a footprint on the seafloor with a 
width of 120-150° in the across-track direction and about 2° in the along-track direction. A total of at least 100-150 
overlapping beams at a spacing of 1° receive the return signal. The signal is received with three important pieces of 
information: the depth, which is calculated from the elapsed time, the angle from which it is received, and the intensity 
of the signal.  In Figure 4 we compare an old-fashioned seafloor topography (called bathymetry) map (Fig. 4a), which 
was hand-contoured from profiles of ship depth soundings, with a modern multibeam bathymetry map of the same area 
southwest of Tasmania (Fig. 4b).  The multibeam image shows a nearly vertical cliff more than 1500m tall dropping 
down from the South Tasman Rise, a submerged continental plateau, to the abyssal seafloor to the west.  Also shown 
are previously unmapped volcanic cones.  This example demonstrates how much we have learned about the seafloor 
from multibeam data.  
  

(a)          (b)  
 
Figure 4:  (a) Hand-contoured bathymetry map of the western South Tasman Rise and adjacent abyssal plain, compared 
with (b) a modern multibeam seafloor image of the same area  (from Phil Symonds, Geoscience Australia). 

  



However, collection of detailed remotely sensed images of the seabed is only a starting point.  Now, we need to 
“ground-truth” these images.  What do the features we see on these images really tell us?  What is the geology and the 
benthic habitat of the seabed?  We can only determine this, and ultimately model the processes that shape the seabed, by 
compiling data bases of seabed properties.  The auSEABED data base is an example. The  data base was compiled for 
the Australian Maritime Region by Dr. Chris Jenkins at the School of Geosciences at the University of Sydney.  It is 
based on a diverse set of data collected based on different navigation methods, technologies, aims, standards, and 
formats. The research resulted in a data mining system designed especially for the seabed.    

Data Visualization 
The primary method of visualisation of data from auSEABED is via grids, which can be compiled at a variety of 
resolutions and with various selections of data. Visualization is accomplished using GIS and other software 
applications. The outputs of the auSEABED processing are designed to be importable into any GIS and/or RDB 
(Relational DataBase), and are also suited for use in mathematical packages such as Surfer or Matlab.  A primary goal 
of auSEABED is to provide inputs of important seabed parameters to the community of ocean modellers, including 
wave damping, nutrient budgets, sediment erosion, object burial, acoustic propagation and backscatter, stratigraphy and 
carbon cycle. This is done mostly through grids of seabed properties in selected areas.  Figure 5 shows the output from 
a similar database for the Bass Strait, including mean wave period, mean significant wave height, maximum tidal 
velocity, bathymetry, grainsize, and parameters relating to sediment composition, such as carbonate and mud content, 
and how well the sediment is sorted.  These maps are gridded from irregularly spaced individual observations from the 
seabed, based on sediment cores.  Naturally, the resulting maps are quiet smooth, as we have interpolated data for many 
areas without observations.  Of course the real seabed is much more complicated.  Multibeam images may give us a 
better idea of the real textures and structures of the seabed.  Figure 6 shows an assemblage of so-called seafloor 
backscatter images, displaying the amplitudes of acoustic energy back-scattered (as opposed to absorbed) by the seabed.  
Relative fine-grained and soft seabed surfaces will have low backscatter, whereas hard surfaces made up of rocks or 
coarse sand will have high backscatter.  Much of the seafloor is composed of varieties of so-called organic oozes, made 
up of marine organisms called the Plankton (the wanderers).  This includes single-celled marine plants (diatoms) and 
animals (foraminifera and radiolarians), which are mixed with inorganic mud and sand.  By looking at backscatter 
images around sample sites, we can associate certain acoustic patterns with the “geology”, or sediment composition, 
and can in fact use artificial intelligence such as artificial neural networks to train computer programs to automatically 
classify remotely sensed images of the seabed into seafloor geology and biological habitat maps, also called “facies” 
maps.  Figure 7 illustrates an example for such a seafloor facies map for the Bass Strait, compiled by Geoscience 
Australia. 
 
 
 

 
 
Figure 5:  GIS-based mapping of the seabed composition and other oceanographic parameters in Bass Strait (from Phil 
Symonds, Geoscience Australia). 
 



 
 

Figure 6:  Seafloor backscatter patterns from multibeam mapping, and seafloor geology based on sediment cores. 
 
 

 
 
Figure 7:  Seafloor facies (sediment type) map of Bass Strait, based on data from Fig. 5 and seafloor images as in Fig. 6  
(from Phil Symonds, Geoscience Australia). 
 

A virtual journey through space and time:  the gPlates project 
Plate tectonic reconstructions have been an integral part of global tectonic research since the discovery of sea-floor 
magnetic anomalies and the advent of the plate tectonic paradigm. On the broadest scale, palaeogeography refers to the 
distribution of continents and oceans through time.  At a smaller scale, palaeogeographic configurations may be 
obtained, for example, through the study of facies distribution.  Both geographic scales can ultimately be combined to 
give a detailed pattern of the geography of an area through time.  The display of reconstructions in sequential 'time 
slices' is a comprehensive method of viewing biogeographic, geologic, palaeo-climate and palaeogeographic 
information and is extremely useful in understanding local and regional geologic relationships in the ocean basins and 
margins as well as the fundamental driving forces of plate tectonics.  Recently, the gPlates consortium has grown out of 
the desire to create a universal standard for plate reconstructions, linked both to commonly used data bases, as well as to 
geodynamic models, using open standards and open software.  The development of gPlates is coordinated at the 
University of Sydney (D. Müller) and includes two other primary development nodes at the California Institute of 
Technology (M. Gurnis) and the Norwegian Geological Survey in Trondheim (T. Torsvik).  gPlates will be not only a 
software tool but all available geodata sets from Planet Earth will eventually be compiled, evaluated and implemented 
in the system.  Our aim is to use gPlates to simultaneously display models for plate motions and plate/mantle dynamics, 
and to track the time history of point, line and gridded data, thus representing a 4D data base, whose entire data set can 
be reconstructed spatially and temporally through geological history.   



 

 
 
Figure 8:  Global grids of topography, gravity anomalies and age of the ocean floor. 
 
 



 
Throughout the past decade, a number of global gridded Earth data sets have become available, which are extremely 
valuable for constraining plate reconstructions and the history of ocean basins through time.  Three of the most relevant 
data sets are global topography and bathymetry (marine topography), gravity anomalies, and the age of the ocean floor 
(Fig.  8).  Once a set of plate reconstructions has been derived, then one of these global gridded data sets can in turn be 
separated by tectonic plate and rotated through time.  Figure 9 shows an example where a digital continental topography 
grid has been rotated through time, with climate zones being restored based on a simple climate model within a 
geographic information system (GIS). As the next step, such reconstructions can be used as input for numerical ocean 
models, to improve our understanding of natural oceanographic and climate change through geological time.  Figure 9 
shows a sketch of how paleoceanographic circulation may have changed through time, from a system dominated by a 
circum-equatorial current, flowing between Laurasia in the north and dispersing Gondwana continents in the south, to a 
system of a circum-Antarctic current, created by the opening of the Drake-Passage between the southern tip of South 
America and Antarctica, and the passage between Tasmania and Antarctica.  The circum-Antarctic current was the 
major driving force of Antarctic glaciation by causing its isolation from warmer water masses.  Antarctic glaciation in 
turn resulted in the onset of deep water formation in the Weddell Sea, by a combination of sea-ice formation and 
cooling, which leaves behind cold, saline water that sinks and flows into the deep ocean basins (thick arrows in Fig. 9), 
thus starting an oceanic “global conveyor belt” (without which phenomena such as the Gulf stream and El Nino would 
not exist).   
 

 
 
Figure 9:  Reconstructions of continental topography for the Early Cretaceous at 100 Ma and in the Late Tertiary 
(Oligocene) at 30 Ma.  Overlain is a sketch of oceanic surface circulation.  The bold arrows in the 30 Ma 
reconstruction show the onset of deep water formation off Antarctica, due to formation of extremely cold and saline 
water from sea ice formation. 
 
The dispersion of Gondwana (Fig. 9) together with the seafloor spreading in the Pacific Ocean changed the 
paleogeography of southern Eurasia and Australasia substantially.  However, what is not visible in Figure 9 is that the 
geometries and topography of the surrounding ocean basins also underwent major changes.  However, much of the 
ocean floor that existed in the past has now been recycled (subducted) back into the Earth’s mantle.  The large-scale 
patterns of mantle convection are believed to be mainly dependent on the history of subduction. Therefore, some of the 
primary constraints for geodynamic models are given by the locations of subduction zones through time, and by the age 
of now subducted ocean crust. 
 
As one of the first applications of the gPlates approach, we have used a combination of methods and datasets in order to 
reconstruct vanished ocean basins. The Paleo-oceans are modelled by creating “synthetic plates” whose locations and 
geometry is established on the basis of preserved ocean floor, regional geological data and the rules of plate tectonics. 
The resulting oceanic palaeo-age can then easily be converted into oceanic palaeo-depth maps, as the depth of ocean 
crust increases as the square-root of its age, due to thermal cooling (Fig. 10).  Global reconstructions of the age of the 
ocean floor through time will enable more accurate modelling of palaeo-ocean circulation, and thus improve our 
understanding or palaeo-climate through time.  

Exploration Geodynamics and Interactive Inversion 
In recent years it has become apparent that better knowledge of the large-scale, long time behaviour of the Earth can 
dramatically improve the way we understand and model smaller scale geological processes, such as faulting and 
sedimentary basin evolution.  Geodynamic modelling and visualisation provides both industry and academia with tools 
to better understand the occurrence of marine resources such as fossil fuels and minerals, and the formation and 
evolution of ocean basins and margins.  To do so requires the integration of models which span a very large range of 
time and space scales. Length scales range from mantle convection cells and plates (10000km) down to the size of 
small-scale geological structures such as faults and folds, whereas time scales range from the age of the Earth to the 
time for a fracture to form or a chemical reaction to turn dead buried microorganisms into a rich deposit of black gold.  



 
 
Figure 10:  Reconstructions of the age (top) and depth (bottom) distribution of vanished ocean basins around Australia.  
Ages of the reconstructions are from left to right:  100 Ma, 85 Ma and 65 Ma (Ma = million years before present).  
Colour scale of top (palaeo-age) figure is:  red – Permian, blue – Jurassic, and green – Cretaceous; palaeo-oceanic 
depth-scale of bottom figure ranges from 2.5 km water depth (beige) to 6 km (dark blue).    
 
This integration is already beginning, particularly in Australia, and has resulted in the emergence of a relatively new 
field of applied research, which we coined "Exploration Geodynamics" — the focusing of geodynamic modelling on 
resource exploration.  However, these activities require highly skilled graduates, who have combined studying physics 
and information technology with an interest in marine geology and geophysics, to learn how to simulate Earth processes 
using high-speed workstations or parallel computers. 

Continental splitting:  from rift to seafloor spreading 
The formation of an ocean basin starts with continental rifting, the slow stretching of continental crust driven by the 
forces that result in the fragmentation of land masses (Fig. 11).  Continental rifting is the prerequisite to continental 
margin and basin formation, and is often stretched out over many tens of millions of years.  When the crust eventually 
breaks, seafloor spreading starts, and the two conjugate, or opposite, margins become tectonically passive.  The 
continental shelves formed by this process may be symmetric or asymmetric, narrow or wide, and accompanied by 
volcanism, reflecting the continuously evolving non-linear interaction of the structure and physical properties 
(“rheology”) of rocks at extremely large deformations.  Initially the continental rift geometry might be relatively simple, 
e.g. horizontally layered, but during the course of its evolution, very intricate patterns will develop, including faulting at 
different scales, mantle exhumation, and superposition of several phases of rifting with different stretching rates and 
directions.  Since the 1970’s enormous amounts of data have been collected to map and image continental margins, 
mostly in the search for hydrocarbons.  Recently developed numerical methods provide a new set of tools to understand 
the physics behind the non-linear processes that facilitate the stretching and breaking of continental crust to form marine 
shelves and basins.   

From analogue to numerical modelling 
In the past, lithospheric extension in three dimensions has largely been modelled using analogue laboratory 
experiments, based on materials such as sand, clay and plasticene, long before computers were available for this 
purpose.  Geological observations tell us that the continental crust and underlying mantle represents a “jelly sandwich”.  
The hot, lower crust is assumed to be viscous and weak relative to mechanically strong layers above and beneath with 
different mineral compositions. In a typical laboratory experiment sand is used for the high strength brittle layers and 
silicone putty for low strength layers.  After stretching such artificial crust, researchers found that many features of real 
continental margins can be reproduced, such as a detachment between crust and mantle, resulting in the Earth’s mantle, 
normally at a depth of about 30-35 km, being exhumed at the surface. 
 
 



 

 
 
Figure 11:  Sketch of a continental rift basin, formed by extension of continental crust.  Once the crust breaks, seafloor 
spreading starts and breakup is completed. 
 
However, there are several aspects of continental margin formation that could never be explored using laboratory 
models.  These include melting and magmatism/volcanism that is often associated with continental breakup, and 
thermal cooling of the margin through time.  Based on recently developed software, we can investigate for the first time 
the effects of time-dependent crustal stretching rate, mantle temperature and crustal thickness and rheology on margin 
architecture and evolution. 
 
We have developed numerical models of a series of problems involving extension of the continental lithosphere.  This 
constitutes one of the first applications of 3D particle-in-cell technology to a problem of geodynamic importance.  
Specifically, we model the Earth’s crust and mantle as a 3-layer system (with upper and lower crust, and upper mantle 
components), and incorporate phase changes via decompression melting.  The rheological model is viscoplastic, where 
the plastic part of the rheology is set to mimic brittle deformation and the viscosity is temperature-dependent.  In a 3D 
model that includes the brittle upper crust, the relatively weak lower crust and the mantle, we have explored the 
consequences of rifting above a mantle plume – this commonly occurs in the real world, as continental breakup is often 
triggered by a cylindrical hot mantle upwelling, called a mantle plume.  Our model shows that heating of the crust by 
the plume can result in viscous flow in the mid-crust towards the plume, thereby causing a symmetric pattern of crustal 
thinning on both sides of the plume, where extension is focused initially (Fig. 12).   For further information on the 
mathematical background and methodology see the Large Scale Modelling overview by Louis Moresi in this 
introductory section of the conference volume. 
 

 
 
Figure 12:  3D lithospheric stretching simulation with an initial temperature perturbation, due to a mantle plume and 
intrusion of magma.  Time = 2.8 million years after the onset of stretching with an extension velocity of ~2 cm/yr.  The 
non-dimensional distance is converted to the modeled distance by multiplying by a scale factor of 20 km. The extension 
is ~ 55 km. a). 2D section showing amount of brittle failure (plastic strain, StrP)  in the upper crust and mantle (lower 
crust is in-between, in  white;  b) 3D plot of the particles in the upper crust and mantle, with the black lines showing the 
location of the cross section in a). An inactive weak zone is seen as a darker area in the right brittle zone of the upper 
crust. The temperature anomaly has cooled significantly by this time.  See text for details. 



Interactive inversion 
The idea behind interactive inversion is the development of a system that would allow geological models to evolve 
backwards in time. The method of interactive evolutionary computation (IEC) provides for the inclusion of geological 
knowledge and expertise in a rigorous mathematical inversion scheme, by simply asking an expert user to visually 
evaluate different geological models.  The IEC method provides for the inclusion of user expertise in a rigorous 
mathematical inversion scheme. Model iteration is based on interactive user evaluation of model outputs and genetic 
algorithms, which progressively modify the solution set by mimicking the evolutionary behaviour of biological systems 
(selection, cross-over and mutation), until an acceptable result is achieved (Fig. 13). This allows the model to explore a 
wide range of parameters before selecting an optimal output, and reiterating with a bias towards similar outputs is 
computationally intensive, and is only viable with the advent of the high-speed numerical simulations available due to 
today’s technology. 
 

 
 
Figure 13:  Interactive evolutionary computing.  A geologist chooses a target geological section associated with certain 
observations, prepares forward code input template, runs generation 1 models, ranks output images, runs generation 2 
models, ranks output images again, and repeats modelling until target is closely matched (from Chris Wijns, Univ. of 
Western Australia).   
 
The concept of Interactive Inversion, coupled with the evolutionary process of Genetic Algorithm development has 
many possible uses in the field of geoscience. Constraints can be placed on models for the styles of mantle convection, 
patterns of crustal faulting and basin evolution. In general, all questions of the sort “What initial conditions may result 
is this geological response?” can be tackled.   
 
The IEC technique considerably reduces the effort required to create realistic Earth models. The novel modelling 
approach would help industry to assess the hydrocarbon potential of marine sedimentary basins, as the models would 
simulate the accumulation of sediments and hydrocarbons, the deformation of basins, and the temperature-conditions 
everywhere in the basin through time.  
 
The key strength of the method is that it allows the user to direct the inversion according to his or her judgement and 
requirements, without having to formally specify these requirements to the modelling software. This brings the power 
of inversion and high-speed modelling directly to the desktop of a user who has no prior training in the field of 
inversion, but who can distinguish between viable and unviable model outputs. 
 
As an example, let us look at common extensional structures in a rifting environment, i.e. a small number of large-offset 
faults, which have accommodated much of the crustal extension (Fig. 14, top).  The particle-in-cell finite element model 
is composed of two initially homogeneous crustal layers, namely the upper and lower crust, with a layer of air on top 
(Fig. 15).  Extension proceeds by applying a uniform horizontal velocity to the right-hand boundary. The upper crust 
has strain-softening properties, which cause initial strain perturbations to localise. An initial weakness is included in the 
upper layer in order to control the location of the first fault. This perturbation is small enough that it does not affect the 
direction or depth of fault propagation. The fault geometry and successive fault spacing arise naturally from the initial 
conditions of the problem.  Eight forward models are run at each step of the inversion. We allow six upper crustal 
strength parameters to vary: viscosity and five other coefficients which determine together how the material fails in 
extension.  After a set of eight model runs, the user evaluates the outputs, and chooses the “best-fit” model, which is 
then used to spawn eight new models with slightly different parameter combinations, based on applying genetic 
algorithms.  After six runs, our model converges, and we find a suitable combination of parameters (Fig. 16) that gives 
rise to the type of extensional faulting we observe. The best-fit parameters imply a high upper crustal viscosity, large 
strain weakening (i.e. once deformed, the material weakens substantially), a low limit for material failure in tension, a 
low to zero cohesion with weak pressure dependence, and that the “saturation strain” does not affect our results very 
much (Fig. 16).   



 

 
 
Figure 14:  Interactive evolutionary computing applied to modelling the formation of several large-scale faults in 
extended crust.  After each modelling iteration, the geologist compares and ranks eight model outputs; then a genetic 
algorithm is used to spawn a set of new starting conditions for the next batch of eight models.  After only six iterations, 
we converge on a best-fit model.  The multi-dimensional parameter space is so large that an automatic search for the 
best-fitting parameters is not feasible (from Chris Wijns, Univ. of Western Australia). 
 
 
 

 
 
Figure 15:  Initial model setup, composed of an upper layer of air, and upper and lower crust.  An initial weakness is 
embedded in the model to control the location of the first fault (from Chris Wijns, Univ. of Western Australia). 
 
 
Without interactive inversion, we would have had to select parameters manually by trial and error, or an exhaustive 
coverage of the entire parameter space, i.e. all possible combinations of parameters. Trial and error may succeed with a 
limited number of parameters, but depends upon the user's knowledge of the coupling and feedback between 
parameters, which, in highly non-linear problems involving complex crustal rheologies, may be impossible. A 
parametric study quickly becomes unfeasible due to the sheer number of models, which must be run as the number of 
parameters is increased. Neither of these approaches takes full advantage of the expert knowledge of an experienced 
geoscientist. 
 



 
 
Figure 16:  Model parameters:  Initial range, and best-fit parameters after completion of IEC analysis (from Chris 
Wijns, Univ. of Western Australia). 

Discussion 
Australia largely remains data rich and information poor in marine geoscience as tens of millions of dollars have been 
spent on collecting data matched by a lack of data integration and ground-truthed modelling.  In response to this 
situation, the discipline of marine geoscience is currently in a process of redefining itself as a multidisciplinary subject 
area that thrives on interacting with other sciences.  Interaction with information technology and physics is essential to 
foster geodynamics, the study of the fundamental processes, which drive the evolution of the Earth, and processes 
shaping the ocean basins, continental shelves, and coasts.  The field of geo-informatics is analogous to the role bio-
informatics is now playing in the field of biology and gene-technology. 
 



Inverse problems in a nutshell
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Abstract

We describe features of inverse problems and illustrate them with simple examples. The
focus is on the main concepts and caveats rather than mathematical detail. Properties
of linear and nonlinear inverse problems are discussed, and the effect of non-uniqueness
highlighted. Iterative algorithms for nonlinear problems are briefly introduced and com-
ments on their performance included. Fully nonlinear direct search algorithms are also
mentioned. An example is given in which the performance of a direct search and an itera-
tive optimization algorithm is compared.
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Introduction

Science is driven by the feedback between predictions and observations. Most of our knowledge of the Earth’s interior
comes from analyzing data collected at the surface. Therefore observations are almost always of an indirect nature, and
there exists an ‘inverse’ problem to extract information about the deep interior, e.g. by building an image and ”seeing”
into the Earth. Our understanding of all major features within the Earth, such as the crust, mantle, liquid outer core
and solid inner core, as well as the most dynamic parts of the interior such as subduction zones and mantle plumes,
came about from the study of indirect measurements made at the surface. Indirect data, such as seismic, magnetic and
gravity surveys are also a key tool in the search for hydrocarbon deposits as well as in understanding the contemporary
plate tectonic environment, which helps quantify the risk earthquakes and other natural hazards pose to population
centres and infrastructure. A key question, which is frequently asked is ‘How do we extract reliable information from
multi-faceted and complex geophysical data sets ?’ and ‘What confidence can be placed in conclusions drawn from
those data sets ?’. As in many areas of the sciences, the difficulty lies as much in finding the right questions to ask, as in
finding answers. Inverse theory is the name given to the study of extracting information from indirect measurements. It
provides an incomplete set of mathematical, statistical and computational techniques for solving such problems. This
article will explain some basic concepts, describe popular trends, and hopefully encourage the reader to look further
into the subject.

Inverse problems

Inverse problems are not restricted to the geo-sciences and arise in nearly all scientific disciplines (although often
under different names), indeed anywhere that data only indirectly constrain quantities of interest. An incomplete list
includes medical imaging, astronomy, engineering, remote sensing, oceanography, environmental science and more
recently bio-informatics. The development of practical and robust schemes for analyzing indirect data is therefore of
major concern in the physical sciences. Since the earth sciences is a natural laboratory for the study of difficult data
analysis problems, it forms an important crucible for the development of inversion techniques that can then be applied
to other fields. A good example is helio-seismology, a technique for imaging the interior of the sun using observations
in intensity fluctuations caused by sun quakes. The development of this field in the 1990s, was apparently inspired by
geophysicists use of long period seismic surface waves and free oscillations to image the outer portions of the Earth,
a process known as seismic tomography. (Note the geophysicists themselves stole the idea and the name from the
physics who pioneered medical tomography in the early 1960s and 1970s).



Inversion techniques are often used in cases where a large amount of data are available. In many areas of the physical
sciences both the quantity and quality of data has grown rapidly over the past few years. We now stand at a unique
point in history where advances in instrumentation, digital storage capacity and communication speed, have increased
our ability to collect and disseminate data at rates never before seen. In the earth sciences we are now able to measure
the age of the smallest fragment of a rock with high precision; as well as record the precise motions of tectonic plates
on a global scale. A student can sit in almost any part of the world and download high fidelity recordings of earthquake
seismograms within hours of the event happening.

Linear problems

In the geosciences linear inverse problems were the first to be studied in detail. A linear inverse problem arises when the
mathematical relationship between observables (e.g. electromagnetic measurements made in an aircraft) and unknowns
(e.g. subsurface electrical conductivity structure of the Earth) are linear, or assumed to be linear. Pioneering work on
linear inverse problems was carried out by Backus and Gilbert (1967, 1968, 1970). They considered linear inverse
problems in their most general form, with the unknowns represented by continuous functions of space, rather than a
discrete set of parameters. They broke inverse problems up into two parts, known as the existence problem ‘Does any
model exist which fits the available data ?’, and the uniqueness problem ‘If so, how unique is that model ?’. Backus
and Gilbert showed that there exists a fundamental trade-off between the model variance (the error in unknown model
value at any point in a medium) and the model resolution (the degree to which the spatial averaging or blurring occurs).
In addition many inverse problems were recognized as non-unique, meaning thatan infinite class of solutions exist,
each fitting the data equally well. Without extra data or introducing new assumptions there is no reason why one single
model should be preferred over any other. A classic paper which explains the essential properties of linear inverse
problems is Parker (1977).

A discrete inverse problem

A number of general concepts can be illustrated with a simple discrete linear inverse problem, such as seismic travel
time tomography. Figure 1 shows an example. In Figure 1a we have a single seismic ray passing through a two
parameter block model. The unknowns are the changes in slownesses (reciprocal of seismic velocity) in the blocks
from a homogeneous slowness model (∆S1,∆S2). The single datum, ∆t1, is the difference between the observed
travel time of the ray and that calculated in the reference (homogeneous) slowness model. The question is can we find
the slownesses in the blocks ? Linearization of the seismic travel time equation gives

∆t1 = l1∆S1 + l2∆S2, (1)

where lj is the length of the ray in the j-th block. Clearly we have one linear equation and two unknowns, and hence
no unique solution. In fact there is a complete trade-off between the slowness variables, and only the average slowness
of the two blocks is constrained by the data. Superficially the situation in Figure 1b looks much better, but this is
deceptive. Regardless of the fact that we now have many rays traversing the blocks, it’s straightforward to show that
each ray contributes an equation which is just a scalar multiple of (1). Hence we really still have only one independent
equation, even though we now have many rays. If the data are error free the situation in Figure 1b is identical to that in
Figure 1a and no extra information is present. (Note: If the data contained noise then there would be a benefit from the
averaging effect of the rays, but the again only the average slowness would be constrained.) The situation in Figure 1c
is entirely different. Here we have two equations that pass through different sides of the blocks. Hence the ratio of the
lengths is no longer equal

l1

l2
6=
l3

l4
. (2)

This means that the two constraint equations, are linearly independent, and hence can be solved uniquely for the
slownesses (∆S1,∆S2). The situation in Figure 1d, is an improvement of 1c, in that now many rays from different
directions are present. Here we again can solve for the two unknowns and would be likely to do so with less variance
in the model parameters when the data contained noise (again due to the combined effect of the many rays). In the
parlance of linear algebra, Figure 1a and 1b lead to an under-determined linear system of equations; 1c to an even
determined; and 1d to an overdetermined. In Figure 1e we have the same rays as in 1d but have chosen to use more
blocks to represent the slowness field. Close inspection shows that all the previous cases hold simultaneously in 1e and
hence this is what is known as a mixed determined problem, containing both over and under determined parameters.
Comparing 1d to 1e we see that as we seek to constrain slowness variations over shorter spatial scales our model
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Figure 1: A toy linear discrete inverse problem, travel time tomography. a)-d), show various numbers and orientations
of rays passing through two slowness blocks. e) shows the same rays as in d) but with 32 blocks. e) illustrates the trade
off between spread of model resolution (inverse cell size) and model variance (noise in the estimated slownesses). See
text for a discussion.

variance increases. This is because with noisy data even the best constrained slowness blocks in Figure 1e will have
larger error than the two unknowns in 1d. Hence there is a trade-off between model variance (error) and spread of
resolution (inverse of cell size). Figure 1e illustrates this trade-off, which is a general property of all linear inverse
problems.

This simple linear example illustrates many important concepts of inverse problems, namely that the mere number
of data is unimportant, but the (linear) independence of the data matters most (c.f. Figures 1a, 1b and 1c); that
non-uniqueness is often present and parametrization is a choice; that problems are often mix-determined; and that a
trade-off between resolution and variance can not be avoided. For discrete inverse problems with numbers of unknowns
less than 103, it is practical to calculate quantities like the model covariance matrix and the model resolution matrix,
which characterize these properties (see Menke, 1989; Tarantola, 2005; Aster et al., 2005, for details).

Nonlinear inverse problems

A nonlinear inverse problem arises when the mathematical relationship between unknown model and data takes the
form

d = g(m) (3)

where g(m) represents the nonlinear forward model. This includes the case where no analytical expression for the
forward problem exists, and g represents the result of an algorithm allowing data to be calculated for any given in-
put model. To estimate the model m which generated the observations (3), the problem is often recast as one of
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Figure 2: A least squares data misfit for fitting of seismic receiver functions. In each of the four images the data misfit is
plotted as a function of two of the twenty-four parameters defining the 1-D seismic wave-speed model. The multi-modal
character of the data misfit arises because of the nonlinear relationship between model parameters and data.

optimization. Specifically we seek the vector m which minimizes

φ(m) = (d − g(m))TC−1

D
(d − g(m) + ψ(m) (4)

The first term is a least square measure of data misfit, with C−1

D
the covariance matrix for the data errors (Menke,

1989). The second is a regularization term designed to penalize extravagant models. The particular form of ψ(m) is
subjective. Its role is to encourage, but not always guarantee, a unique global minimum for φ(m). Common choices
are a quadratic difference to a reference model, a derivative operator to penalize first or second spatial derivatives,
(e.g. for the case when m represents a scalar field of some physical quantity); or a combination of all three. Many
inverse problems in the geosciences are nonlinear. Figure 2 shows an example from seismic receiver function inversion
(Ammon et al., 1990; Shibutani et al., 1996). The four surfaces represent the least squares data misfit between predicted
and observed receiver functions (cf. the data term in (4)), plotted as a function of two model parameters. Here the model
represents the shear wave-speed as a function of depth in the Earth’s crust and upper mantle. Note that the surfaces are
far from quadratic, indicating severe nonlinearity. They also show multi-modality making optimization difficult.

The simplest way of dealing with nonlinear inverse problems is to linearize them about some reference model mo using
a Taylor expansion. This leads to

δd = Gδm (5)

where δd is the difference between the observed data and the predictions from the reference model (d − g(mo)); δm
is the perturbation to the reference model, mo, and G is a matrix of derivatives of predictions with respect to model
parameters. Once this approximation has been made, linear inverse theory can be used in an iterative fashion. For
example, if the regularization term in (4) were a simple damping to a reference model we have

ψ(m) = (m−mo)
TC−1

M
(m −mo), (6)

where C−1

M
is a model covariance (weight) matrix. Then the well known damped least squares iterative algorithm

results
δm = (GTC−1

D
G+ C−1

M
)−1GTC−1

D
δd. (7)

From the point of view of minimizing (4), the algorithm in (7) is equivalent to approximating the misfit function φ(m)
with a local quadratic surface and moving to its minimum. Repeated iterations may converge to a minimum of φ or
not, depending on the starting point of the process. Figure 3 shows an example. In the left panel the starting point lies
in the basin of a broad minimum and repeated quadratic approximations will guide the solution to it. In the right hand
panel the starting point lies outside of the basin. In this case an iterative optimization algorithm is likely to diverge



or find a secondary minimum. Iterative linearization algorithms always suffer from this type of problem. The field of
gradient based optimization (e.g. Gill et al., 1981) has many techniques for damping and stabilizing such algorithms,
but ultimately these methods become ineffective as the problem becomes more nonlinear, or indeed when surface
derivatives (determined by the G matrix) are unavailable.

Parameter search and ensemble inference

In the examples presented we have seen two important properties of many inverse problems, namely non-uniqueness
and non-linearity. These together with the presence of noise in the data tell us that it is much more important to
characterize the range of acceptable solutions than finding a single best data fitting model. (Even though, as we have
seen, in nonlinear cases it may be difficult to even find best data fitting models.) Figure 3 illustrates the case where
multiple classes of solution exist, each fitting the data adequately. If these are disconnected as in the illustration, then
no linearized iterative inversion algorithm will find more than one class of solution at any one time.

One approach in these circumstances is to avoid all linearizing approximations entirely and use only ensemble inference
approaches, i.e. ones based on directly searching a parameter space (without making use of derivatives). If a ‘good’
sample of data fitting models can be generated then conclusions can be drawn on properties of them all, rather than
the best fit model. This requires repeated testing of potential solutions, often requiring adaptive, i.e. nonuniform
randomized sampling of a multi-dimensional parameter space. A convenient way to view ensemble inference is in
terms of a two step approach, consisting of a search stage, where models are generated and the forward problem
repeatedly solved, and an appraisal stage, where inferences are drawn from the complete ensemble of models obtained
(Snieder and Trampert, 1999).

Figure 3: Both views show a linearized approximation to an objective function arising in a nonlinear inverse problem.
The quadratic (tangent) approximation in the left hand case (a) lies in the basin of the global minimum and an iterative
linearized inversion algorithm is likely to converge to the deep well to the right. In the right hand case the quadratic
approximation lies outside the basin of the global minimum and a linearized inversion algorithm is likely to fail. This
illustrates the dependence of linearized optimization algorithms on the starting model.

In the search stage, an algorithm (based on multi-dimensional random walks) is often used to collect samples, and the
predictions of the models are compared to the data. In many cases the search process is adaptive, i.e. it makes use of
samples collected to guide the search for new models. Clearly, there is a strong connection with optimization problems,
and indeed many direct search (i.e. non-derivative based) optimization algorithms have been used as search algorithms
in inverse problems. Examples include Simulated Annealing (Kirkpatrick et al., 1983; Mosegaard and Vestergaard,
1991; Koren et al., 1991; Sen and Stoffa, 1991), Genetic algorithms and Evolutionary Programming (Fogel et al.,
1966; Holland, 1975; Sen and Stoffa, 1991; Sambridge and Drijkoningen, 1992), and the Neighbourhood algorithm
(Sambridge, 1999).

In the appraisal stage the objective is to make use of the complete ensemble of parameter space samples to draw
inferences from the data. Of course, the degree to which this can be sensibly done depends crucially on the type of
sampling performed during the search stage. If an optimization algorithm has been used in the search stage to minimize



 

Figure 4: An ensemble of solutions to an inverse problem. Each sphere represents a three parameter model which
satisfies the corresponding data to an acceptable level (given the noise). The figure illustrates the situation in a
nonlinear inverse problem where disconnected islands of solutions can exist in parameter space, each representing a
different class of solution.

a data misfit function, then the temptation is often to select the best data fitting model only and examine it in detail.
However, this is almost always insufficient because of the noise in the data and the non-uniqueness of the underlying
inverse problem. Even within a finite dimensional parameter space one usually finds that if one model fits the data to an
acceptable level (given the noise), then an infinite number will, and so the best data fit model may well be misleading.

An alternative to taking single ‘best fit’ models is to try and characterize the subset of data acceptable models in the
collected ensemble, which may be useful if the search algorithm has sufficiently explored the parameter space. For
example one could try and detect properties, or features, which all data acceptable models share, e.g. ones which have
the least structure, or can be bounded by some model property. This extremal model approach was first proposed by
Parker (1977) in the context of nonlinear inverse problems, and can also be applied directly to the appraisal problem.
Summaries of approaches used in the geosciences can be found in Sen and Stoffa (1995); Mosegaard and Sambridge
(2002).

As the parameter spaces get large direct search techniques loose their appeal and become impractical, because the
space becomes extremely large. To get an idea of how rapidly the size of a parameter space grows with dimension, it is
sobering to consider a simple thought experiment. Imagine we have just a two dimensional parameter space, and want
to generate at least one model in each of the four quadrants, i.e. north-east, south-east, etc. The minimum number of
samples needed is obviously four. Apply the same idea to a d dimensional space, we see that there are 2d, analogous
‘quadrants’. For a three parameter space this gives the expected value of eight. For a ten parameter problem there are
over a thousand corners to every unit cube, for twenty parameters this is over a million and for thirty parameters it’s
over a billion. The curse of dimensionality always gets you in the end !

Since the computational effort of direct search inversion will scale linearly with the cost of solving the forward problem
it becomes increasingly difficult to adequately sample higher dimensional spaces. In cases where the forward problem
is complex, requiring advanced numerical simulation techniques for a single solution, direct search techniques will
quickly become prohibitive. Severe under-sampling always occurs, and we can never be sure that the vast oceans of
unexplored parameter space might not contain data acceptable models, or even global minima. Nevertheless direct
search techniques can still be useful in moderately sized problems (up to a hundred unknowns or so).

To illustrate the influence of nonlinearity and the need for derivative free search techniques, we conclude with a com-
parison between three algorithms on the seismic receiver function problem. Here the objective is to seek out at least
one (and preferably many) models that satisfy the data to an acceptable level. Figure 5 shows the results of an iter-
ative local optimization algorithm, Powell’s direction set method (see Press et al., 1992); a direct search method, the
Neighbourhood algorithm (Sambridge, 1999); and a simple uniform random search.
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Figure 5: A comparison between (a) an iterative optimization algorithm (Powell’s method) which uses local derivative
approximations, (b) a direct search technique (Neighbourhood algorithm) which uses no derivatives, and (c) a uniform
random search. In each case the best fit model is shown together with its corresponding receiver function waveform.
The synthetic ‘observed’ data were generated by the same true model shown in the figures, with the addition of corre-
lated Gaussian noise. The spread of the models generated by each algorithm is represented by the background density
plot.

The first method is local because it generates estimates of derivative information of the misfit surface using solutions
to the forward problem. It works by successively updating a starting model in a perturbative fashion, and halts when
the model is no longer improving the data fit sufficiently. The use of only local information makes it descend quickly
to a local minimum where it gets trapped. The third method is derivative free but makes no use of past models to
guide sampling. Hence it is robust against entrapment in secondary minima, but very slow to converge. The direct
search Neighbourhood algorithm also avoids use of derivatives but is able to make use of previous sampling to guide
the search. This is achieved using geometrical techniques to adaptively partition the space. Like most direct search
algorithms it performs better than the other two classes of approach in that it is able to adapt sampling in response to the
character of the varying misfit function. Interestingly enough, although the iterative local search technique is essentially
‘downhill’ it still requires 22480 evaluations of the misfit surface (and hence solutions to the forward problem). This
is a significant fraction of the 64128 forward solutions used by both the Neighbourhood algorithm and the uniform
Monte Carlo sampling. Contrary to common perceptions, techniques using local derivative information, either by way
of actual derivative calculation (matrix G in (5), or by misfit surface evaluations (as in Powell’s direction set method),
can be surprisingly costly.

Another potentially useful feature of modern direct search techniques is that they can be driven by just a ranking of
the models with respect to complex criteria. This means that one is not forced to define a scalar objective function like
(4) and then rank with respect to these values (although this is common practice). In principle any ranking criteria can
be used, even non-differentiable functions and human decisions (see Boschetti and Moresi, 2001). This is true of the
Neighbourhood algorithm and some of the more modern implementations of Genetic algorithms.

Conclusions

In this tutorial article we have highlighted some aspects of inverse problems and illustrated them with simple examples.
Linear and nonlinear cases have been described, and pitfalls and perils have been touched upon. As the available com-
putational power has grown, much attention has been focused on fully nonlinear problems and direct search algorithms.
However it must be remembered that the issues of non-uniqueness, trade-offs, effect of data noise and influences of
parametrization choices are just as relevant today as 30 years ago when they were first explained. In the author’s view,
inverse problems are as much about asking the right questions of a data set than building a model that fits it. After all,



as statistician Samuel Karlin put it ‘The purpose of models is not to fit the data but to sharpen the questions’1.

This article has not mentioned the probabilistic (Bayesian) approach to inverse problems that is popular across the
sciences. The subject is discussed in detail by Tarantola (2005), and the reader is refered to that work for more
information. We hope that this article is a useful summary. More extensive dicussions appear in the major books
that have been published on geophysical inverse theory (see Menke, 1989; Parker, 1994; Tarantola, 2005; Aster et al.,
2005), which present the subject from a range of viewpoints.
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